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Abstract
Novel software development approaches are embracing abstraction and automation techniques. It is claimed that abstraction and automation techniques increase the productivity, improve the reusability and lower the complexity of the projects. In this thesis we address these new frontiers of
software development by investigating on one novel proposal, namely the
Ball.
The Ball is an information ecosystem, developed by Kalle Launiala and
Jeroen Carelse, for authorized information containing web content, digital
content as well as service development and integration. The Ball is claimed
to improve the reusability, productivity and security of software development
while lowering the complexity. While boosting the software developer’s productivity it should produce smaller and more reasonable software systems,
leading to a better reusability and a shorter learning phase for new developers. Up to now there exists no evidence to support these claims. In
this thesis we analyse the Ball ecosystem from multiple perspectives. We
compare it to related approaches in order to find its advantages and disadvantages. Moreover, we systematically describe its internal structures and
concepts in order to understand how the system works and to figure out
what affects the software developer’s productivity.
In order to provide empirical data we replicated a study where a mobile information system was developed using two different technologies. The
first project was developed using a traditional mobile platform. The second
one was built using the Naked Objects framework. The third one was created using the Ball ecosystem. The results of this study show that the Ball
ecosystem has the potential to boost the productivity in software development. However, it still needs further development and improvements before
being competitive with traditional ways of developing software.
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Chapter 1

Introduction
In this chapter we discuss the background of this thesis, the strategies of
software reuse and then describe the objectives of the study. Finally, we
describe how the rest of this thesis is structured.

1.1

Background

Due to the fact that building software is an emerging process it is quite
unnatural to build software systems from scratch instead of reusing already
existing software. Software reuse boosts the capabilities of the software
developers and produces a smaller and more reasonable system. Moreover,
it is more effective than rebuilding the system from scratch. This vision of
software engineering is considered to be born in 1968 at the NATO Software
Engineering Conference[12]. The conference instructed the software reuse as
the solution for the existing software crisis. Thus, the goal was to build big
and stable software systems in a controlled and cost effective way. But the
software reuse failed to become a standard software engineering practice. In
order to understand why this approach failed, researchers continued working
on this vision by trying to understand how and where reusing software can
be effective and why it is so difficult for this idea to become a standard
software engineering practice[12].
Since the software systems of today are becoming bigger and more complex than before, it often ends up in an extremely complex and clustered
system which requires a lot of effort for maintenance. Moreover, simple
changes or bug fixes require a lot of thinking and deep understanding in
the system architecture. So called Enterprise Architecture (EA) approaches
provide constructs which deal with the complexity and try to classify the
information where it belongs to. But instead of just handling the problems
it might be much simpler to avoid having those problems. The Ball, an
information ecosystem developed by Kalle Launiala and Jeroen Carelse, is
actually targeting this weakness of those software architectures. It is a pub1
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lishing system for authorized information containing web content, digital
content as well as service development and integration. By having a very
simple and straightforward structure it is removing complexity and thus it
avoids having unnecessary problems. Moreover, it is much simpler to understand how the system works and thus it makes the task of adding new
features or changing existing ones much simpler.

1.2

Objectives and Research Questions

The main reason why we picked the Ball and not a different novel abstraction
and automation approach is that it recently got interest by the industry.
Namely Microsoft, Nokia and other companies are interested in this specific
approach[29]. Moreover, it looks very promising and there is no similar
research of the Ball until now. The Ball also fulfils the technical interests of
the university and the author.
It has been claimed that the Ball is adding a value to software development. The goal of this thesis is to analyse if the Ball ecosystem is able
to bring the software development to a new level of reusability, modularity,
safety and scalability. By analysing the system from multiple perspectives
and comparing it with similar approaches we are trying to find the advantages and disadvantages of this approach. Moreover, we are evaluating it on
a real project and comparing it with the traditional way of creating software
projects.
The main research question of this study is:
• RQ1: How to apply the novel information ecosystem, the Ball, in
practical settings?
In order to the main research question we have three supporting sub questions:
• RQ1.1: How to conceptualize the Ball?
• RQ1.2: How does the Ball perform in a real world scenario?
• RQ1.3: How to refine the Ball in order to improve its practical applicability?
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3

Structure

This thesis consists of the following six chapters:
• Chapter 1 introduces into the background and objectives of the thesis.
• Chapter 2 presents the material to which the Ball is related. It reveals the challenges and goals of software reuse as well as the history
in software development. Moreover, it briefly describes different abstraction approaches which are used to remove the information to the
developer which is not needed and highlight the important one. Finally, we also present the principles of the software architecture and
different approaches targeting the revealed problems.
• Chapter 3 describes the Ball from different perspectives like the logical architecture, security and privacy, licensing and distribution, roles
and responsibilities, scope of use as well as the current status and the
known limitations.
• Chapter 4 focuses on the evaluation of the Ball. The evaluation is
based on a self implemented project using the Ball. The results will
be processed and analysed from different perspectives.
• Chapter 5 discusses the results of the evaluation projects.
• Chapter 6 concludes the thesis, answers different research questions
and reveals the advantages and disadvantages of the system.

Chapter 2

Background
In order to understand a complex architecture like the Ball, related principles
and technologies are introduced in this chapter. We first discuss the software
reuse in general as well as its characteristics and challenges. Afterwards we
deeper investigate on abstraction, since it is one of the core parts of the Ball.
In the last part we discuss the different Software Architectures. In chapter 3
we explain the Ball.

2.1

Software Reuse

Software Reuse, also called code reuse, includes reusing products of previous software systems and the processes which have been used to produce
them[32]. Software reuse is considered to be born in 1968 at NATO Software Engineering Conference[36] which was mainly focused on the software
crisis, namely the fact that the software development was not able to tackle
the rapid increase in computational power and complexity of problems. The
main problem during the software crisis was to build large, reliable software
systems in a cost-effective way[24]. Software reuse was touted to be the
solution for the crisis. Despite decades of intensive research the production
of reliable software systems in a cost-effective way remains an unfulfilled
promise[32].
The productivity in software development has increased in the last decades
but even with the rise of software developers it is not enough to satisfy the
demand for developing new systems or maintaining existing systems[5]. According to Boehm the only factor which influences the productivity enough
to close this gap is the number of instructions[5]. One way to improve the
productivity is to search for ways of writing code which are faster, the more
effective way is to minimize the number of instructions which are necessary
to achieve a certain goal[5, 32].
During the last 35 years many different models, which should solve the
issues described above, have been proposed but none of them is a complete
4
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success or is adapted widely.

2.1.1

Reuse Technologies

From a technical point of view, software reuse can be divided in composition
technologies and generation technologies [4].
In Composition Technologies the components are atomic and shall
not be changed when being reused. Sometimes they might be modified or
extended because the new system in which it is intended to be reused might
have slightly different needs. But in the optimal situation they should be
passive components composed by an external agent. Examples for such items
are subroutines, functions, skeletons and programs[4, 26]. When creating a
new software system such components can be combined. Thus, it needs
a clear composition concept like for example the UNIX pipe mechanism.
It allows to redirect the output of one component to the input of another
component.
In Generation Technologies the reused components are not easy to
characterize. They are not easily identifiable as concrete and self-contained
entities since they are often patters which have been generated by the program. Thus, the resulting structures are similar to each other but the resulting instances may be highly individualistic. For such generation technologies
the reuse is less a composition matter than it is an execution matter (of such
component generators) [4].

2.1.2

Reuse Principles

There are many different ways of reusing software but nevertheless they
have different principles in common. Those principles are abstraction, integration, selection and specialization [24].
Abstraction: Abstraction is a concept, hiding unnecessary information
from the developer and emphasizing important information. A form of abstraction for software artefacts is used in all approaches of software reuse.
It is an essential part of every software reuse strategy. Without abstractions
the developers would have to filter through different artefacts in order to
understand what each of them did and when or how they can be reused
efficiently[24].
Integration Framework: Common software reuse technologies usually have a form of an integration framework. This framework can be used
by the software developer in order to combine the artefacts into a software
system. An example for such an integration framework is the module interconnection language [11, 35]. With such a language it is possible to export
the functions from the modules which implemented them and import them
into the modules which use them. Such modules can be integrated into a
system by connecting them with the appropriate imports and exports[24].
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Selection: The selection techniques are used to help the software developer when searching specific software artefacts. If the work, being required
to locate the components and for combining them, is very time consuming
then the potential advantage of reusing software could become a disadvantage. Thus, it is very important that the artefacts can be located, compared
and selected in a reasonable amount of time. In order to support the developer while doing this task the artefacts might be organized in a library
which supports searching [19].
Specialization: Many software reuse approaches allow similar artefacts
to be generalized in a more generic artefact. When reusing an artefact the
developer can specialize it by providing parameters or other constraints. An
example for such a specialization strategy are the generic classes in modern
programming languages. Such that the developer is able to specialize the
type before creating an instance of it. This technique is often used for typed
lists. Instead of creating a new list-class for each type, we can have a single
generic list-class which can then be specialized as needed[24].

2.1.3

Operational Problems

A reusability system must solve the following problems in order to be successful [4].
Finding Components. Finding a component which fulfils the needs
of the developer is an important process. Instead of just providing exact
matches the system should also provide components with similar features.
Those components could then be adapted to the current situation which is
more efficient and less error prone then redoing it from scratch[4]. PrietoDiaz proposed a classification scheme for a component library[35] which
should tackle this problem.
Understanding Components. Another important feature is that the
developer must be able to understand a component. It is required to identify whether a component has to be modified or how the component is used
properly. If this is now clear components might be used in a wrong way leading to an unexpected behaviour[4]. Approaches for this issue are hypertext
systems like Neptune[10] providing a tool for building a web of information
integrating text, diagrams and other information[4].
Modifying Components. The dream of reusing software without making modifications is over optimistic. In a reusability system those components are more a living system then a static library. As the system grows
and requirements are changed new components will be created or existing
components will be updated[4].
Composing Components. The composition of components is very
challenging since it must provide a dual character [4]. On one side the composite structures must be represented as independent artefacts with clear
characteristics. On the other side there must also be the possibility to further
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compose them in a new structure with other characteristics. Volpano proposed an approach[44], called Volpano’s Software Templates, which divides
the information in two parts, namely the data implementation decisions and
the essential algorithm. This distinction between the algorithm and the actual implementation for the data type allows a customized implementation
of the algorithm[4].

2.1.4

Dilemmas

Software reuse presents also several dilemmas. Changing one parameter to
a positive direction might lead to a negative change in another parameter.
There are different types of dilemmas. [4]
Generality of applicability versus pay-off. Due to the fact that the
software pieces should be reusable by a broad range they are very general.
Because of this reason those artefacts have a lower pay-off as the artefacts
which focus on a more specific type of application.
Component size versus reuse potential. While a software component grows the pay-off which is involved when reusing it increases. This
leads to the problem that the component growth makes it more specific to
a certain type of application. Thus, the reusing of the component requires
more time since more modifications will be required.
Cost of library population. When creating reusable components we
have to spend a lot of time and capital before it pays off. Since companies
usually have a tight budged for projects they try to avoid large capital
investments. Because of that reason this dilemma is often a show stopper
for software reuse.
Avoiding these dilemmas is one of the most important breakthroughs to
make software reuse successful.

2.2

Abstraction

A core part of software reuse is abstraction, a concept which is hiding unnecessary information from the developer and emphasizing important information. Those abstractions have to be concise and expressive in order to
reuse software artefacts efficiently [24]. Abstractions are used to remove the
details from artefacts which are not needed by the developer and highlighting the important information. Because of the abstraction levels, which are
built on each other, the developers can build algorithms without worrying
about the details in the lower abstractions. Meaning that it is possible to
write an algorithm without handling the bits or hardware access. Within the
abstractions very specialized programming languages can be used. Meaning
that the abstractions which are close to the hardware layer are written in
a machine or object code which is very efficient. Other abstraction layers
which build on top of them can be implemented in a more sophisticated
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programming language which provides lots of features but might be less efficient. Because of the flexibility of the abstraction levels it is easy to combine
different techniques and technologies. The connection between abstraction
and software reuse was already noticed by many researchers[6, 24, 41].
An abstraction specification consists of several parts [24]. The fixed
part consists of the characteristics which remain unchanged in the realization. The variable part consists of the characteristics which change during
the realization. The concrete abstraction realizations have in addition to
the fixed and variable part also the hidden part containing the details of the
implementation which are not visible in the abstraction characterization. As
shown in Figure 2.1 one abstraction specification can have several different
realizations which vary in the variable part. Both, the fixed and variable
part, are visible in the abstraction characterization. The splitting of an abstraction in the different parts is done by the creator which can estimate
what is important for the users. The properties of the abstraction which the
user should be able to change have to be assigned to the variable part. As
an example in an abstraction for a generic list we can have different fixed,
variable and hidden parts. In the fixed part we have the principle of the list
which contains the methodologies to add, remove, count items and much
more. These features are just there and can’t be changed by the user of the
abstraction. But the user can specify the type of the generic list, thus this
feature is in the variable part. The internal implementation is located in the
hidden part since it is not important for the user of the abstraction.
The productivity boost by using abstractions can be estimated by measuring the effort which is required to use them. The goal when creating an
abstraction is to require less effort from the user of the abstraction. For comparing different abstractions the cognitive distance has been introduced
[24]. This notion uses the estimated effort which is needed when accomplishing different software development tasks. In order to minimize the cognitive
distance the creator of an abstraction has to use clear and well-defined fixed
and variable parts and hide as much details from the user as possible (maximize hidden part). Moreover, it has to use automated mappings between
the specification and the realization of an abstraction. These requirements
have proven to be difficult in practice even though they might seem to be
simple.
Although the importance of abstraction is assured, it seems that it is not
fully understood in practice [25]. Companies hire people which know how to
use tools and languages. From a reusability point of view it would be better
if the employees understand the concept of abstractions which are needed
for the development instead of knowing how to use tools and languages.
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Figure 2.1: Parts in Abstraction Specification and Realizations

2.2.1

Evolution of Abstraction

During the evolution of abstraction different attempts for software reuse
have been applied [25].
Assembly Languages. One of the first attempts was the assembly
programming language which added a layer between the hardware and the
developed software systems. Thus, the programmer had not to bother about
the underlying hardware. Before this attempt the developers had to program in numeric codes which required much more understanding about the
hardware. Nowadays it is standard that the assembly language is directly
reflected by the hardware. This assembly language was just helping in creating the same programs the developers created before. But it increased
the efficiency of the software development dramatically. Parnas called this
approach automatic programming in one of the first documents which was
elaborating this idea[25, 33].
High-Level Languages. Later in the evolution of the abstraction the
high-level languages have become popular[25]. Those languages provide
much more features than assembly programming languages while requiring less technical understanding by hiding unnecessary information to the
developer. Moreover, high-level languages add the support for different architectures and hardware.
Design Patterns. The next level of abstraction which was introduced
are the design patterns. They describe how different components in software
development can interact with each other and what the relation between
them is. Basically it is an attempt of reusing patterns from existing software
systems. The role of design patterns is remarkable in the sense that they
enable the creation of new abstraction that are treated as metaphors in
software development [25]. The design patterns are needed because in the
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physical world it is more natural to provide a metaphor for a static concept
instead of providing it for the interaction. Design patterns are seen as good
design practices which help to keep the software systems neat and tight.
But they have not obtained a mainstream interest.
Internet Information Systems. The next step is to generalize the
design pattern to obtain a collaboration between distributed systems. In
those systems each node has its own characteristics. This progress is already
done in Internet Information Systems where each node has a different performance, quality and trustworthiness [25]. The interaction between these
nodes is established over different protocols and interfaces. In this fields web
services and high level programming environments (like the .NET Framework or Java) play an important role. Those tools and technologies support
the developer in implementing abstractions which need to be provided to the
user in different ways. Meaning that the user nowadays wants to access its
data from different places and devices which adds new problems to software
development. Therefore, a universal solution which are beyond the solutions
of today. Meaning that they should handle those new problems in a nice
way.
Several approaches, being proposed in the last years, are targeting the
issues with the actual software reuse approaches. We will now have a look
at different approaches and compare them in order to find the strengths and
weaknesses of each of them.

2.2.2

Language for Universal Connector Support

The Language for Universal Connector Support (UniCon) approach has been
proposed by Mary Shaw[38]. Basically it is an Architectural Description
Language having the support for several connector types which are already
built in. The UniCon approach is based on two kinds of constructs, namely
the component and the connector. It has the equipment to define components and further compose them. Using connectors it defines the protocol
for the interaction between components and additional mechanisms like data
structures or the initialization. The role of the protocol is to describe the
interactions between the components and ensure that they are valid which
is achieved by defining roles and responsibilities for the various components.
The creator of the component has to ensure that it is satisfying its responsibilities. The roles can be used to specify with which types of components
a connector can interact with as well as the types of components it can
handle. Examples for such built-in connectors are the Piping mechanism,
File access, Procedure calls, Remote Procedure Call and many more. User
defined connectors can be easily created by building them from predefined
connectors.
The advantage of this approach is that the responsibilities of the components are clearly defined and it is a straight forward process to connect
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them using the connectors. But the clear definitions for the components and
connectors require a lot of effort. Moreover, this approach requires a custom
compiler in order to create the systems. This approach was proposed in the
mid-nineties but was never adopted widely.

2.2.3

Model-Driven Architecture

The Model-Driven Architecture (MDA) was proposed by the Object Management Group (OMG)[39]. It consists of guidelines for structuring specifications being expressed in models. This approach consists of two different
levels, namely the Platform Independent Models (PIM) and the Platform
Specific Models (PSM). As the development progresses the platform independent model is transformed into a platform specific model by specifying
more details of the underlying system. MDA tools will be used to maximize
the automation of the mapping between the PIM and PSM.
Figure 2.2 shows the structure how a model driven architecture is built
up. The first step when creating an MDA is to create a platform independent application model represented by the blue circle in the middle of
the figure. The platform specialists will then convert the platform independent model into a model which is targeted to a specific platform such
as Java, .NET, Common Object Request Broker Architecture (CORBA),
represented by the orange circle. These mappings into a platform specific
model can be partially automated by using tools. The goal is to maximize
this automation process. However some hand coding is often necessary[39].
As the experience of the users and the maturity of the tools evolves the additional effort of hand coding can be reduced. The outcome of this process,
called the platform specific model, is still specified as a dialect of the Unified
Modelling Language (UML) model but it reflects the run-time elements of
the actual target platform. The application code will be generated based
on the platform specific model. The better the platform specific model reflects the actual platform environment, the more complete the generated
code can be. In a mature MDA environment the generated code might be
very good or even complete, whereas in an early version of the MDA it
will be very uncommon that the generated code is complete[39]. But never
the less it will boost and simplify the development. As it is visible in Figure 2.2 many of the common communication technologies are integrated in
the model driven architecture. Since this approach is platform independent
it is a straight forward task to introduce new middleware platforms. Existing legacy applications can be wrapped in the model driven architecture
and thus incorporate their functions into the MDA.
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Figure 2.2: The Model Driven Architecture[39]
When no specific PIM and PSM is available the approach is usually
referred to as model driven design. The MDA and Model-Driven Design
(MDD) often use different formalism for representing the models even if
UML is commonly used. A downside of the approach is that the developers
are forced to use the code generation which might limit them too much.

2.2.4

Framework Editor

The Framework Editor (FRED) approach, which has been proposed by [16]
is a technique to define the specialization interface of a framework. Using
this description a task-driven application development environment for the
framework specialization can be generated. Basically the definition of the
specialization interface is a specialization pattern which is an abstract structural description of an extension point of a framework. Such a specialization
pattern is a specification of a recurring program structure with a precision
like a recipe. It is given in terms of roles which are structural elements
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of the program like classes or methods. The duty of an element to play a
particular role is called a contract. Each of those contracts is a step which
is required to develop the application as a specialization of the framework.
The goal of FRED is to help the programmer while implementing the
contracts by presenting missing and breached contracts as programming
tasks. Those tasks show the user that something has to be corrected or
added based on the pattern and contracts. Moreover, it is able to suggest
new contracts as the specialization proceeds which leads to an incremental
process. This technique helps the developer to understand what is going
on since they get step by step a more specialized system. As consequence
of this stepwise approach the development speed might decrease but the
developer benefits from it because they better understand how the system
is composed. This gain of a better understanding of the system might later
on help to increase the productivity when maintaining the system.
FRED is actually implemented in Java but is not tight to a particular
language.

2.2.5

Abstraction Design Methodology

The Abstraction Design Methodology (ADM) has been proposed by Kalle
Launiala[28, 29]. The core of this approach is built around the rapid creation
of reusable abstractions (design decisions) by the designers of the system.
ADM is a methodology, currently implemented in the .NET framework,
which is able to generate code of every language.
Basically the ADM approach comprises three different elements:
• Definition of Templates which will be used as moulds for abstraction and describe how properties of abstractions are related and what
items are needed for the creation of a new abstraction.
• Definition of Transformations or generators which are able to
transform the templates into a runnable code.
• Description for Abstraction Instantiation which describes how
the abstractions can be instantiated and the configuration that is being
created.
Since these different elements require individual competences and skills the
approach may imply a redefinition of the software roles. Each element can
be implemented by a specialist in that specific area. Software architects
might focus on the template development, software specialists take care of
the code generation and application engineers are responsible for the actual
application design.
The ADM approach has a high homogeneity of applications once the
developer is familiar with the provided tools. It heavily relies on automatic
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code generation which has the advantage that the abstractions can be modified while the development progresses and knowledge about problems to
be solved accumulates. The abstractions are simply generated and applied
in an automated fashion which boosts the development speed but makes it
challenging for the developers to understand how the system works. In the
approach FRED, which was described before, the abstractions are applied
in a stepwise fashion which leads to a slower development but leads to a
better understanding of the system by the developers.
The aim of this approach is to unify the advantages of different reuse
practices. It maintains the flexibility and modularity of libraries but removes
the risk of having unintended behaviour since there is no hidden code. A
practice, having several disadvantages due to a bad traceability and maintainability, which is close to this approach is copy-paste coding. Another
disadvantage of copy-paste coding is that it often introduces an unexpected
behaviour. The use of wizards allows a fast code generation but it is difficult
for the developer to understand what is happening until the code is actually
generated. Moreover, it results often in a complex system where it is very
difficult to figure out what is happening at which point of generation. ADM
is trying to combine these two principles in an innovative way. It is similar
to both of the approaches. It makes use of a piece of code which is used
as a template for generating other code. These templates are formalized
using a different formalism which can be adapted to a particular situation.
ADM is also making use of wizards which are in a form of scripts and eXtended Markup Language (XML) definitions. Those scripts are used for the
automatic code generation. The developer has the possibility to adapt the
scripts or definitions in order to fit its needs.

2.3

Software Architecture

Basically software architecture is a set of structures dealing with the design and implementation of the high-level structure of a software system.
It has a number of architectural elements in specified forms which satisfy
the requirements of the systems ranging from functionality to performance
requirements [23]. Moreover, it also comprises non-functional requirements
like the scalability, reliability, portability or availability [23]. Later in the
1990s the term architecture came up which in contrast to design evokes notions of codification, abstraction, standards, formal training and style [34].
Perry and Wolf proposed the model of software architecture show in formula
Listing 2.1 [34].
1

Software Architecture = {Elements, Form, Rationale}

Listing 2.1: Software Architecture Model
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Due to the fact that software systems are becoming more complex the
problem is that the cost increases dramatically and the utility is increasing
very slowly. Thus, we obtain systems where each change requires a lot of
human and financial resources to gain a utility increase. This phenomena in
large software systems was already noticed in the 1960s [7]. Software reuse
which was described in section 2.1 is addressing those problems. But the approaches which have been mentioned mainly describe the design of a single
software system but it doesn’t solve the problems which arise when combining multiple software systems. In 1980s a concept, called ”Programmingin-the large” proposed by DeRember and Kron [11], suggested the use of a
”module interconnection language”. Such a language was intended to combine single systems in a large software system. But such an approach tended
to confuse the distinction between design and implementation [34].
Up to now there is no precise definition for software architecture. Due to
Garlan and Shaw a software architecture is the overall system focusing on
the high level abstraction which consists of components and connectors [13].
Jansen and Bosch instead call the software architecture a set of architectural
design decisions that lead to a set of structures [21]. Even if there are
different definitions for the same term, the ideas behind them are similar.
Even if there are many different Software Architecture approaches they
all address at least the same four aspects of software development: [14]:
• Understanding: The software architecture should help the developers to understand the whole system by presenting it at a specific
level of abstraction [13, 34]. It also provides high level system design
constraints and justifications for specific architectural decisions.
• Reuse: The software architecture has to support reuse a multiple levels of abstractions. In the traditional development the reuse usually
deals with component libraries. The architectural design instead focuses on the reuse of large components (subsystems) and on reusable
frameworks into which components can be integrated.
• Evolution: The software architecture can be used to estimate the
dimensions along which the system is evolving. It helps the system
maintainers to foresee the consequences of a change which leads to a
more accurate estimation of costs for modifications [34].
• Analysis: The software architecture serves new ways for the analysis[34]
like system consistency checking, domain specific analyses for architectures and conformance to an architectural style [14].
When creating software systems the developers and architects are often using the same architecture for the logical (object model of the design)
and physical elements (mapping of software onto hardware) of their system.
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Already in 1995, Krutchen proposed 5 views to describe the software architecture in his 4+1 Architectural View Model [23] which is further described
in subsection 2.3.1. Since 1995 the number of recommended views evolved
(for example the Zachman Framework [46] has about 30 views). Even if in
this specific topic are many different ways to describe the software architecture [13, 21, 23, 34, 46] there is a broad agreement that it is very important
to design at least the logical and physical layers differently.

2.3.1

4+1 Architectural View Model

The 4+1 View Model of Software Architecture was proposed by [23] in 1995.
It is a model to describe the architecture of software systems using multiple
views. These views are used to address the concerns of different stakeholders like the end-user, developers, system engineers, project managers and
many more [23]. These five views, designed by an architecture centred and
scenario driven process, allow to handle the functional and non-functional
requirements differently for each of the stakeholders. As described in Figure 2.3 Krutchen proposes multiple views or perspectives in order to address
large architectures.

Figure 2.3: The 4+1 view model
• The Logical View is the object model of design (if an object oriented
design method is used). It primarily supports the functional requirements being the features which the system should provide to its users.
The system itself is decomposed in different abstractions which serves
to identify common mechanisms and design elements among different
parts of the system.
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• The Process View captures the synchronization and concurrency issues of the design. It considers the non-functional requirements like
the availability or the performance. Moreover, it focuses on the issues of distribution and concurrency, the system integrity, the fault
tolerance and how the logical view fits in the process architecture. It
specifies how the abstractions of the logical view are actually executed.
This architecture can be described using different levels of abstraction
where each level focuses on different concerns.
• The Physical View manages the relation between the software and
the hardware by reflecting its distributed facets. It focuses on the nonfunctional requirements like the availability, reliability, scalability or
the performance. The software system runs on a network of processing
nodes. The actual mapping of the software onto the processing nodes
has to be done in a very flexible way in order to avoid any additional
coding if something in this layer changes.
• The Development View describes the organization of the software
modules in the development environment. Usually the software is
packaged in small chunks using libraries or subsystems which can be
developed by a small group of developers. Each of these small chunks
is organized in a hierarchy of layers where each layer provides well
defined interfaces. The development view is described by diagrams
which show the relations between the modules and subsystems. This
description of the architecture can only be done if all elements of the
software have been identified. This view also takes the internal requirements like the ease of development, software reuse and the constraints
imposed by the programming language into account.
• The Scenarios is used to illustrate the architecture by a few use cases
or scenarios. Together with the other four views it forms a description
of an architecture. The scenarios, being an abstraction of the most
important requirements, are used to show that the four views work
together. This view is actually redundant but it is used to discover
the architectural elements during the architecture design and also for
a validation and illustration after the design is complete.
This 4+1 view model was used with success on different projects with no or
only a few customizations and adjustments [23].

2.3.2

Architectural Separation of Concerns

The Architectural Separation of Concerns (ASC) or ARES System of Concepts [3] is a a conceptual framework, mainly developed by Nokia. It is
dealing with the separation of concerns in order to manage the complexity
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of the architecture design. ASC is based on the separability of different
segments in the software transformation cycle (design, build, upgrade and
runtime)[18]. ASC pays much attention to the design of texture addressing the concerns which cannot be detected with the main structure. In
this approach the software architect analyses the design decisions such as
the platform, road maps and requirements and produces architecturally significant requirements. Moreover, it groups those architecturally significant
requirements by the segments of the software transformation cycle that they
address[18].

2.3.3

Siemens’ 4 views

The Siemens’ 4 Views (S4V) approach was proposed in at the Siemens Corporate Research[40] and is based on the best practices for industrial systems.
It consists of four different views:
• The Conceptual View describes the main elements of the system
and their relations. The conceptual decisions are independent from
the implementation decisions and deal with the interaction protocols
between the design elements.
• The Execution View describes the dynamic structure of the system
in term of its runtime elements, communication mechanisms, resource
allocation and assignment of functionality to runtime elements. It consists of the performance and distribution requirements as well as the
runtime environment including the underlying hardware and software
platform. The execution view is often used for monitoring, performance analysis and also for debugging.
• The Module Interconnection View encompasses the functional decomposition and layers. The functional decomposition deals with the
logical decomposition of the system into subsystems, modules and abstract program units as well as the relationships among them in terms
of input and output interfaces. The layers reflect the design decisions
based on the allowed relations and interfacing constraints. Together
they isolate the internal and external dependencies and allow a bottom
up building and testing of subsystems.
• The Code Architecture View manages the organization of the
source code, libraries and binaries in the development environment.
This view is strongly influenced by the choice of the programming language, the tools, the environment, the structure of the project and the
organization.
The views of the S4V are developed using the Global Analysis activity where
the architect specifies the technological, organizational and product factors
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influencing the software architecture (system qualities, organizational constraints, requirements, existing technology)[18]. Using these factors the architectural issues can be identified. Often the issues arise when a set of
factors will be difficult to fulfil together. Later on design decisions are applied on one or more views in order to solve the issue.

2.3.4

Enterprise Architecture

The EA is defined as a ”fundamental organization of a system, embodied
in its components, their relationships to each other and the environment,
and the principles governing its design and evolution”[1]. An enterprise is
a concept, not a physical reality. It can be seen as a strategic entity which
is built of physical components but is itself not a physical entity[17]. The
EA, being identified as a worthwhile property of an enterprise, is often assigned to a single person, called enterprise architect who is responsible for
the development and maintenance of the EA[17]. EA approaches are becoming more important since they are capable of aligning the IT and the
business in organizations[8]. This alignment of the IT and the business improves the communication between the IT staff and the executive stakeholders and allows business visions to be represented in operations and systems
[2, 43]. Moreover, they bring a benefit in the alignment between strategy and execution, operations and infrastructure, and collaboration among
planning[15, 27]. A drawback of this high-level nature of EA approaches is
that it requires experienced personnel on the EA side and on the application
domain since the adoption to a specific domain is a very challenging task [2].
Moreover, the EA approaches often propose models which do not express
the organizational goals or context, requiring a tailor-made specific solution
for the current situation which leads to a limited interoperability with other
components of the architecture[2].
Over the last two decades there was a big interest in the EA field. This
interest resulted in the creation of multiple frameworks, models and methods [15, 37]. The usage of such frameworks will simplify the architecture
development and increase the productivity. Moreover, it helps to ensure
that the architecture allows a further growth according to the requirements
of the business. Since the architecture design is a complex task also the
frameworks will be rather complex.
The Open Group Architecture Framework
The Open Group Architecture Framework (TOGAF) is a high level EA
framework which was proposed by the Open Group[42]. It states the possibility to manage the creation and management of an architecture and the
architectural descriptions themselves. It focuses on critical business applications which are using building blocks of the open systems.

CHAPTER 2. BACKGROUND

20

TOGAF divides an enterprise architecture in the following categories[37,
42]:
• The Business architecture denotes the processes which are used to
reach the goals of the business.
• The Application architecture denotes the way how specific systems
are designed and the interaction between them.
• The Data architecture denotes how the data stores are organized
and how they can be accessed.
• The Technical architecture denotes the hardware and software supporting the applications and the interactions between them. This includes the infrastructure, networks, communication, processing, etc.
TOGAF provides a practical and effective method of developing an enterprise architecture and consists of three main parts[42]:
• The Architecture Development Method which is capable of describing how to derive a specific enterprise architecture addressing the
business requirements.
• The Enterprise Continuum is a virtual repository for the assets
(models, pattern, etc.), which are needed for the development of architectures.
• The Resource Base is a collection of resources (templates, guidelines,
etc.) which help the software architect when using the Architecture
Development Method.
TOGAF sees the EA as a combination of generic and specific architectures. Basically it is a process of moving from a very generic architecture
to a specific one being supported by the Architecture Development Method
of TOGAF[37]. TOGAF describes how to build an enterprise architecture
but the quality of the resulting architecture strongly depends on the context
description which is a fact that is not explicitly mentioned[2, 37]. In order
to obtain a good final architecture it is necessary to have experienced staff
and TOGAF consultants[37].
The Zachman Framework
The Zachman Framework was published by John Zachman, one of the pioneers in the enterprise architecture domain[30], in 1987[46]. According to
Zachman[47], the increasing level of complexity and scope of design in information systems make the use of an architecture necessary. The Zachman
Framework relies on principles of traditional architecture establishing a set
of views describing a complex enterprise system.
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The framework is often seen as cross-disciplinary since its influence can
go far beyond the IT[37]. If the framework is used properly it can be used
for everything, not just for IT related systems. The Zachman Framework
is divided in two dimensions. The first dimension are the players (views) of
the game[37] namely the Planner, Owner, Designer, Builder, Subcontractor
and User. The second dimension is the descriptive focus of the artefact
which handles six simple questions: what, how, where, who, when and why
of the project[30]. The second dimension is independent of the first. Players
have questions, thus needing to know what. But the what also depends on
who is asking the question. From a business owner’s view ”data” means
business entities. For a person implementing the database ”data” means
rows and columns but not business entities. These relations between the
two dimensions can be arranged in a grid. This does not mean that one
view is better or more detailed then another. Both of the views for ”data”
are critical to the understanding of the system’s architecture.
The Zachman Framework does not provide a guidance for the sequence,
implementation or process, but it ensures that all perspectives are well established. The outcome ends in a complete system, regardless in which order
the views where implemented[37]. The framework doesn’t help much in deciding if the outcome is the best possible architecture[37]. It is basically the
result of applying a methodology to a specific enterprise.
Federal Enterprise Architecture
The Federal Enterprise Architecture (FEA) approach, published by the federal government, is an approach trying to unite the agencies and functions
of the government using a single enterprise architecture[9]. The FEA unites
the features of the Zachman Framework and the TOGAF namely the comprehensive taxonomy and the architectural process[37]. It is guiding the
development of large and complex systems and is organizing and promoting
the sharing of information for the entire Federal Government[30].
The FEA perspective on the enterprise architecture consists of segments
being a business functionality like for example the human resource[37].
There are two different kinds of segments:
• A core mission-area segment is a segment which is crucial for the
purpose for a specific political organization within the enterprise.
• A business-services segment is a segment which is necessary for
most of the political organizations within the enterprise.
Another asset of the EA is an enterprise service, being a well-defined
function which spans over political boundaries[9, 37] (i.e. Records Management works in the same way across the whole enterprise). The businessservices segment instead has its scope only on a single political organization[37].
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All the architectural segments are implemented individually by following
structured guidelines. Each of the segments is considered to be its own
enterprise within the federal enterprise. The FEA allows a flexible usage of
the methods, tools and work products in the federal agencies.

Chapter 3

The Ball
In this chapter, we analyse the Ball by reviewing it systematically. First of
all we introduce it briefly. In the second part we describe its scope of use.
In the third part we analyse its logical architecture. In the fourth part we
analyse the software architecture of the Ball. The fifth part describes the
information and data aspects of the system. In the sixth part we describe the
security and privacy aspects of the system. In the seventh part we mention
the knowledge gaps which the Ball fills. In th eighth part the licensing model
and the distribution platform of the Ball is described. In the ninth part we
analyse the redefined roles and responsibilities of the software developers
when using the Ball and ADM. And finally, in the last part we mention the
current status and the known limitations of it.

3.1

Introduction

The Ball, an information ecosystem developed by Kalle Launiala and Jeroen
Carelse, is a publishing system for authorized information containing web
content, digital content as well as service development and integration. The
current implementation of the Ball runs on Microsoft technologies including
the .NET framework and Windows Azure. It is the core being originated
from information models which do not constrain what to put into the system
and how to process it. This context insensitivity makes the system very
flexible and usable for many different scenarios. At the moment not all
concepts of the Ball are actually implemented.
Basically, the Ball consists of information which is presented to the user
over various interfaces. The system consists of the following parts:
• Information is stored and recalled from its internal storage being a
database, a blob storage or another medium.
• An atom is the smallest unit of executable code with respect to human common sense. Such an atom could for example be a button
23
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or a combo box. Different kinds of items represent a different kind
of executable code, in this example a different kind of user interface
control.
• A module is a combination of multiple atoms which together can be
used to achieve a specific task. These atoms can be combined in many
different ways, the combinations are nearly infinite. The principle of
combining them is similar to playing LEGO. In this example we obtain
a form which consists of multiple user interface controls.
• An instance is a combination of multiple modules. Such an instance
is a full blown application such as a mobile or a web application.
• An interface is the medium through which the user experiences the
instance. Examples for such a medium are a smartphone, a tablet pc
or a notebook. Depending on the device the same instance may be
visualized differently, namely optimized for this specific device. When
the user interacts with the interface the information will go through the
instance up to the database and the processed information then comes
back in various feedbacks like text messages, on-screen information or
traditional feedback like switching on the television.
All these elements of the Ball can be shared within the same, or across
different Balls. Moreover, it is possible to remove or add new elements (for
example a new module to an instance) without recreating everything from
scratch.
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Figure 3.1: Overview of the Ball
As shown in Figure 3.1, the overall picture of the Ball. At the centre we
have the database which can be accessed using atoms which can be grouped
as modules. The modules form instances which can be visualized to the
user through interfaces. As we see in Figure 3.1 one Ball can have many
instances and interfaces.
The Ball is not just a system which is closed and only operates alone.
As shown in Figure 3.2 there can be many balls in the world which are cross
connected and able to share information, atoms, modules and instances if
wanted. A ball can also be cloned and stored in different places. When
applying to the real world services, an application or a service can be seen
as a small instance of the Ball which can be cross connected with other
instances of the Ball. Having this well-defined but simple interface for the
cross connection it is possible to share information in a way such that the
user will not even notice if the information comes from another Ball.
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Figure 3.2: Interconnection of Balls
The current implementation of the Ball runs on Microsoft technologies
including the .NET framework and Windows Azure. Actually the cloud infrastructure is used for the deployment of the system on a highly distributed
and scalable fashion. Due to the nature of the cloud the Ball is very scalable
and affordable.
Since the Ball relies on very few basic functionalities which are supported
by most file systems it could be ported to many different platforms such
as the Amazon cloud or even an embedded Linux device. A drawback of
porting it to a non cloud system would be a loss in scalability, reliability
and performance. But apart from those issues it could be run on such a
platform as it is.
By following the guidelines of the ADM the system has been built in
a platform independent fashion. Since the T4 code generation, namely the
Text Template Transformation Toolkit being developed by Microsoft[31], is
heavily used it is able to generate the code for any platform. Moreover, it
does not require libraries or modules since everything is generated on the
fly thus it is genuine and native on each of the platforms. Porting the Ball
on another platform therefore only requires the developer to implement the
basic functionalities.

3.2

Scope of Use

Since the Ball is a core level information management system it is not narrowed to any specific scope and thus applies and accelerates to every main
aspect of Information Technology (IT) and Information and Communication
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Technology (ICT) systems of today. Having this general core functionality
and the possibility to include different modules in an easy but intuitive
fashion makes it very flexible and adaptable for many completely different
scenarios. Due to its modularity it can be narrowed to a certain scenario by
including the necessary modules. Up to now there are only a limited number of modules available thus it is necessary that the early adopters invent
the needed modules on their own instead of reusing existing ones. At the
moment the system is used as a content management system by universities,
schools and other associations. But due to its flexibility everybody is free
to create modules for his own scenario.

3.3

Logical Architecture

At the core of the Ball is a system, called Software Operating System (SOS),
supporting the incarnation of the Ball. It takes care of the real world needs
and constraints and adds practical authorization layers which are designed
to map on real world uses. The SOS can be seen as a traditional operating system without handling the access to the hardware layers since it
is not needed in this case. SOS provides features like security boundaries,
memory management, computational power management and authorization
management.
The SOS is context sensitive but content insensitive. Meaning that it
does not constrain the content and information which should be processed
by the system. But it enforces some design constructs to be there. Thus,
systems which build on top of the SOS can be sure that those design constructs are there and that they can rely on them. Having these boundaries
for the practical implementation does not limit the productivity of the developers since having these similarities in each of the systems makes it much
easier for the developers to understand how the system behaves.
By making use of ADM those abstract definitions can be converted into
the very concrete ones. Since it heavily relies on code generation based on
the XML definitions and the T4 templates.
Building Blocks
The following building blocks are parts being used by the Ball:
• The Information Model reminds the class models with namespaces.
Listing 3.1 shows a streamlined example for an information object encoded in the XML structure representing the MyCustomer type consisting of an id and the name. Listing 7.1 in the appendix on page 58
shows an excerpt of the information and process model of the Titan
project.
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• The Process Model which is a service method model with orchestration sequence. Listing 3.2 shows a streamlined example for a process
model encoded in the XML structure representing the AddMyCustomer operation which first creates a new object of the type MyCustomer which was defined in the information model. Then it sets the id
and the name of the object to the given values and writes the object to
the storage. Listing 7.1 in the appendix on page 58 shows an excerpt
of the information and process model of the Titan project.
• The ADM modules which concretize information and process models
to a service interface (a platform agnostic, native code), a class model
(serialized to storage) and a native code execution sequence.
1
2
3
4
5
6

<InformationObject name="MyCustomer">
<InformationItems>
<InformationItem name="Id" logicalDataType="Number_Integer" />
<InformationItem name="Name" logicalDataType="Text_Short" />
</InformationItems>
</InformationObject>

Listing 3.1: Streamlined Example of the Information Model of the Ball
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

<Operation name="AddMyCustomer">
<Parameters>
<Parameter name="Id" dataType="Number_Integer" />
<Parameter name="Name" dataType="Test_Short" />
</Parameters>
<Execution>
<SequentialExecution>
<TargetDefinition dataType="MyCustomer" name="CreatedObject" />
<MethodExecute name="SetCustomerId">
<Parameter name="Id"/>
<Parameter name="Name" />
<Target name="CreatedObject"/>
</MethodExecute>
<MethodExecute name="StoreObject">
<Target name="CreatedObject"/>
</MethodExecute>
</SequentialExecution>
</Execution>
</Operation>

Listing 3.2: Streamlined Example of the Process Model of the Ball
Discovering Services
The Ball provides the necessary functionalities to discover services. The
discovering is done like it is done in the real world. Namely it is the same
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amount of information we need in real live which is also needed by the
discovering service of the Ball. If a person wants to order food on the
internet he/she has to select the type of food, pay it and then the person
receives the desired food. For the food providing service it is exactly the
same information which is needed.
In order to discover the right service the Ball is doing a so called semantic
interface mapping. Having two different applications they might both have
a Customer class which are semantically similar but not equal. Therefore, it
is necessary to use the technical information of a service method, including
the return value, the method name and the parameters and to introduce an
additional information layer which adds a semantic namespace to each of
the components. Since this kind of signature is complete it is possible to
calculate a unique hash out of it which has to be matched when searching
for a service with the same hash value. In addition to this there are also tiny
service which map the information between two similar types, such that it
is possible to use a service even if the signature is not a perfect map (e.g.
convert MyApp.Customer to YourApp.Customer).

3.4

Software Architecture

The Ball handles the problems of Software Architecture in a different way
then the approaches described in section 2.3. Instead of proposing multiple
views for the same system it is just reflecting already existing techniques.
Such that the traditional class and domain model becomes the information
model and the process models, activity diagrams or process flow models
become the operation model of the Ball. Since te Ball is focusing on small
contexts, being the sub modules in the traditional system, the complexity
of the system is kept at a relatively small level. The large systems are a
combination of small subsystems with explicit, complete and up to date
declarations of the information and operation model. Thus, there is no need
for additional tools or methods to deal with large views. But nevertheless
it still benefits from tooling which could present an accurate design view.
Compared with the other approaches the Software Architecture of the
Ball is very different. Rather than proposing different views for a complex
system, it is trying to keep the complexity at an acceptable level, it is handling the complexity internally. Meaning that using the information and
operation model it is capable of handling the complexity, arising in large
software systems, at the internal of the Ball. The biggest advantage of this
approach is that there is no need for additional tooling and methods which
handle the large views since everything is declared in a complete and automatically up to date fashion using the information and operation model. It
is capable of generating automatic, dynamic search results of existing facts
which can be categorized in order to become dynamic models. Those models
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are similar to the ones which are proposed in the Enterprise Architecture
but require much less effort.

3.5

Information and Data

Due to the fact that the Ball is very generic system it does not constrain
the type of data being stored and processed within it. Basically every type
of data can be stored ranging from documents, binary data or media data.
Since the Ball, being released as open source, is ensuring that the data is
processed within its security boundaries it is ensured that no data leaks
outside. Having this simple but powerful construct, the Ball can be used for
private and confidential data as well.
Master Information Management
In the Ball all updates are done to the master, the original object, first. That
is where all the concurrency checks are done and then the whole information
structure is populated from there with the subscriptions and monitoring to
the copies of the object.
Having an evaluation chain topology it is able to ensure that crossconnected information is evaluated in an efficient way. Such that it is ensured that the same object is not re-evaluated multiple times just because
the order of the updates wasn’t optimal. Figure 3.3 shows an example of
a structured and cross-referenced information. When having a series of updates / re-evaluations to execute it first processes the ingredients and the
working steps since they do not depend on other information. Finally, it
re-evaluates the recipe. Affecting these changes in a different order could
cause multiple unnecessary re-evaluations.
Having this atomic ordered series of updates the information is always
complete in every relevant stage since either all updates are executed or
none of them. Due to the small size of the security and semantic context it
is very scalable.
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Figure 3.3: Example for Information Content

3.6

Security and Privacy

Data Security and Privacy is a crucial part in many nowadays software
systems. Often it is very challenging to guarantee that data can only be
accessed by authorized users. Moreover, the data has to be protected from
malicious corruption. The Ball provides a simple but powerful solution for
these problems.
Collaborating Group

Trusted
Email Address

Practical
Trust

Owns
& Uses

Collaboration
Processes
Trusted
Infra

Role Authorization
& Decisions

Collaborator

Authenticates
& Trusts
Strong
Authentication

The Ball
Ecosystem

Cloud
Infra

Authentication through
Google, Windows Live, Facebook,
Twitter, LinkedIn

Figure 3.4: Collaboration in the Ball
As Figure 3.4 shows the authentication and authorization of a collabo-
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rator are completely separated. Which means that the technical authentication is delegated to experts using an open id provider like Google, Yahoo,
Windows Live, etc. or even a stronger provider for the bank authentication
level. The authorization is done using the trust token, namely the email
address, of the collaborator. This email address has to be validated using a
confirmation mail before it can be used as the trust token to ensure that it
is owned by this specific collaborator. If an email gets invalidated for some
reason, all the authorizations and memberships of groups are invalidated as
well until the email address is again validated. Collaborators can be invited
to a group by adding their email address. Once the invitation was accepted
the collaborator has access to the group’s information.
Authorization Contexts and Security Boundaries
As shown in Figure 3.5 there are always Collaboration Groups which own the
information. The information could be any type, as documents, binary data,
or media data. All the information of a group or a user has the same security
context and is protected from unauthorized access which means that all
processing of the information is done within this security context. Such that
it is ensured that no information leaks outside. In order for users to get the
authorization to access information within a group they have to be invited
to the group by one of the existing members. Each Collaboration Group
has also a completely public area where they can publish the information.
This information can be retrieved by other users, regardless if they are a
collaborator of the group or if they are an anonymous user.
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Figure 3.5: Authorization Context in the Ball
Collaboration using Roles
In SOS the people act as a role instead of acting as an individual. Therefore,
people have certain permissions to interact with other ones according to their
roles. SOS enables those constraints to be digitally accelerated while still
offering a transparent fall-back to the non-digital world.
Information is Owned
In SOS information has always an owner. This owner must not be the real
copyright holder which legally owns this information. Being the owner in
this case means that the person received this information. Meaning that if a
person receives a confidential presentation it has an authorization to further
use or redistribute it even though it is not the legal copyright holder. Thus,
it is the decision of the user if he redistributes the information or not. In
this context the privacy is also very critical.
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Knowledge Gaps

The Ball is targeting the same problems as the approaches described in
chapter 2. But instead of introducing complex mechanisms and structures
to solve certain problems it is combining existing constructs and removing
unnecessary ones which leads to a lower complexity. Thus, it is eliminating the problems before they occur. While other Software Architecture
approaches are trying to have all information in their control they could
become extremely complex which might lead to scenarios where the software developers might lose the focus from the actual problem while trying
to accomplish the Software Architecture. Moreover, this high complexity
leads to new problems which would not exist if the complexity is kept at a
reasonable level.
Because of the very simple and modular structure it is also targeting the
reusability and abstraction problems. Often different abstraction or reusability approaches do not work together nicely which either leads to additional
effort or has an impact on the advantages of one of the approaches. The
Ball instead is capable of combining the constructs of different approaches
in order to unite the advantages without having to many disadvantages.

3.8

Licensing and Distribution

The Ball is licensed under the What The Fuck you want to Public License
(WTFPL)1 , being an Open Source license. Meaning that everyone can use it
and do with it whatever he wants. Having this flexibility everybody can fork
the Ball and create its own version of it. The forked versions can also have a
different licensing model than the initial version. Company can create their
own proprietary version of the Ball and even charge money for it.
Since the Ball is spread as source code using a git repository there is no
hidden functionality within libraries. Thus it can be ensured that it is not
calling home or leaking information through back-doors. Git is calculating a
unique hash code for each version in the repository. Such that independent
institutions, university or others, can approve that a certain version of the
source code is free of malicious code. Developers which use this specific
version can rely on the approval without having to check the source code
on their own. This property of being completely transparent gains a lot of
importance when dealing with sensible and private data. In systems which
are not transparent it is never sure that there are no intended or unintended
back doors through which data could be leaked.
1
The WTFPL is a very permissive license for software and other scientific or artistic
works that offers a great degree of freedom, allowing the redistribution and modification
of software under any terms(www.wtfpl.net)

CHAPTER 3. THE BALL

35

The Ball

Compile
Pull the Ball Core

Pull Module 1

Pull Module 4

Figure 3.6: The repositories of the Ball and the modules
As described in section 3.1 the Ball can have many modules which together form a complete system. Like shown in Figure 3.6 those modules are
spread, like the core of the Ball, as source code using git repositories. Each
module is stored in a repository represented as a box. Those modules can
be forked and republished as shown for Module 1 or 3. If a developer wants
to use a module he can simply pull the source code of this specific module
from git and include it into his project. If he/she changes something in the
module the developer can either store the changes in his/her own repository
or share them with other developers by pushing the changes to the repository of the module. To avoid malicious changes the push request has to be
approved by the owner of the repository before it is available for everyone.
Having this flexibility of using the sub modules in git everybody can share
them and together improve and extend the modules. Once the core and the
modules have been pulled from the git repository the developer can compile
them, together with his own source code, as a deployable instance of the
Ball.
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Roles and Responsibilities

When using the Ball the roles of the Software Engineers are adapted.
• The Software Architect is focusing on the logical design level and
decides how the implementation should be automated. Thus, they
are guiding the team actively and specify guidelines which have to be
followed.
• The Software Designer is responsible for the design of the implementation side. An example for such a task is a web-service layer
service operation definition. If these specifications are already fixed,
then the designer simply follows them. When working with the Ball
and ADM, the software designer is responsible for the design level information which is encoded in schema-constrained XML. This design
level information is used as the input for the automation generators
which convert the abstract definitions in a concrete implementation.
• The Software Developer is responsible for the actual implementation. Meaning that they write the lines of code which perform the
task. In order to keep their code aligned with the rest of the code
base the developers have to consider the agreed software design rules.
When working with the Ball and ADM, the software developer is the
one which fills the empty generated method stubs with the code having
the desired functionality. The automation-generators take the design
down to the last level of the implementation. However the developers are still needed to implement the final functionality to which the
generated code is referring.
• The role of the Information Modeller is to create the information
model and the process model. Those architects are the key value of
the Ball.
In real life the software designer and software developer roles are often combined. The designer often works with existing abstractions since they have
already enough insights into the design style of the project. However when
new people are hired they will need some time before they grasp the design
style. Therefore, they are pure software developers for a certain time until they really understand the concept and become a software designer and
developer.

3.10

Current Status and Known Limitations

At the moment not all concepts of the Ball are actually implemented. Since
it is still under heavy development it requires some work to hook it up.
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However it is already in use by a few early adopters. Currently the Ball has
the following limitations:
• The Ball is bound to a specific platform, namely on Windows
Azure Cloud. Thus, it is not possible to run code, like Java or C++
which are not natively supported by the Azure cloud. Porting the Ball
to another platform like the Amazon Cloud is a straight forward task
but up to now it is only supporting Windows Azure.
• Due to the fact that the Ball is something new and innovative it requires a certain understanding before the developers are able to
use it. At the moment this phase of discovering how it works takes
a bit of time but as the system grows and more material is available
it should become much easier. Once the Software Developers get the
grasp of the concept they will understand how the system behaves.
Even though the Ball is freely usable for everybody this issue might
slow its spreading down.
• Cloning the Ball to a new Windows Azure account requires up to
now a bit of work. Due to the lack of a documentation and unforeseeable incidences it might be a difficult and time consuming task to
hook it up.
• Since it is in heavy development stage there are many things which
do not work as intuitive as they could. Tasks like running the code
generation or uploading templates to the Ball require to start an external console application by hand. Such tasks would be much more
intuitive if there would be an integration into the Visual Studio which
then runs them automatically when they are needed.
• A common problem of the Ball is that it takes some time until
people start to understand what it actually is and what its benefits
are. Thus, it is very difficult to convince people to believe in it since
they usually only offer a limited amount of time for explanations. But
once the principles and ideas behind it are understood it becomes very
simple and intuitive.
• Another peculiarity of the Ball is that information is stored redundantly. Having different items which belong to a MasterCollection results in one file for the collection which contains all the items
(with their whole content) and one file for each item which contains
its content. Thus, the same information is stored in multiple places.
The same happens if information is shared between multiple accounts.
This leads to the fact that much more blob storage space is required
then expected.

Chapter 4

Evaluation
In this chapter we describe how the Ball ecosystem is evaluated and discuss
the results.

4.1

Research Design

This section describes how the evaluation of this thesis is laid out using
a comparative case study[45] based on the study done by Keränen and
Abrahamsson[22].
A stock exchange application is developed[22] in three projects using
different technologies. The server is retrieving the stock market information
from public sources and storing it into a data store in regular intervals. The
user has the possibility to access the data using a web page and can add
personal information about his/her current investments. The system will
then provide their current value and the daily changes. Moreover, the user
must be able to set alerts for stock prices or trade directly in the system.

4.1.1

Comparative Case Study

In our evaluation we used a comparative case study[45]. Such a study is
useful in checking the variation in the program implementation. Thus, it
can be used to compare objects which are similar in some aspects but differ
in other aspects. In order to have a meaningful comparison it is necessary
that the objects have some aspects where they are similar. Since we have a
scenario which matches these constraints we decided to use a comparative
case study in order to compare the evaluation projects. All three projects
share different commonalities because they have the same features but differ
in other points like the user stories, the time frame, the technical environment or simply the number of people which are involved in the project.
In order to evaluate the development of our projects the actions during development have been tracked with a five minute precision. The data was
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registered using an excel sheet and updated every day in the repository. As
proposed in 1995 by Humphrey we collected the following information[20]:
• Time: The time which was spent for the work.
• Size: The size of the part which was done.
• Defect: When and where defects where injected, found and fixed.
In addition we register other information which is needed for the evaluation:
• Date: The date when the work is done.
• User story and Task: The user story and task to which the actual
work belongs.
• Category: The category to which the work belongs (Planning and
Management, Coding, Bug fixing and Quality Insurance or Testing)
• Diary: The developer of the Titan project gives a short interview
on the evenings where he explained what he did today in a form of
a diary. This short interview contains information about what went
good and what went wrong, the problems being faced today and many
more. This diary, being registered daily, will be analysed during the
evaluation phase in order to get a deeper insight in the actual work
which was done. The main purpose of the diary is to capture the
feelings and actions of the developer in order to be able to reconstruct
and follow the daily routines.
• Need for help: Due to the fact that the Ball is not mature and the
limited availability of documentation it was strictly necessary to get
help by the founder of the Ball. The type of help and the duration is
collected during the development phase. The full listing of the need
for help is show in section 7.4 in the appendix on page 66
Having this detailed information about the development process it is
possible to summarize the total effort which was needed per user story.
Moreover, we have a detailed statistics about the distribution of the effort
in the given four categories. Using this information we are able to compare the three projects in multiple ways in order to estimate whether the
Naked Objects Framework and the Ball ecosystem increase or decrease the
developers productivity.
Even if the projects are developed in a different time frame and different
user stories it is possible to compare the user interface, the effort distribution,
the estimation accuracy and the user story effort as shown in section 4.2.
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Project 1: zOmbie

The zOmbie project was developed between October and December 2003
involving students and two researchers as development resources[22]. The
project was done in 8 weeks with 1070 hours in total.
The client side of the zOmbie project was developed on the Java Mobile
Information Device Profile (MIDP) and running on mobile phones. The
server side was developed on top of the Java Virtual Machine and running
on a web server. The data is stored on a My Structured Query Language
(MySQL) database.

4.1.3

Project 2: Naked Zombie

The naked Zombie project, called Roger, was developed between October
and December 2004 involving four students as development resources[22]. It
was done and worked out in 4 weeks with 810 hours in total.
Before the actual development of the project 4 weeks of testing the framework using demo projects have been spent. In this thesis we do not consider
the work which was done before the actual project. During the development
the team had access to the outcome of the zOmbie project including the
working implementation, the design and the source code.
This project was developed using the Naked Objects Framework which is
Java based framework helping to implement the Naked Objects architectural
pattern.

4.1.4

Evaluation Project: Titan

The evaluation project for the Ball, called Titan, was developed in August
2013 involving one student as development resource. The project was developed within two weeks and a total effort of 102 hours. The student worked
for about 50 hours a week (usually 9 hours a day). Before the actual development of the project 2 weeks have been used to get in touch with the Ball.
As for the other projects we do not consider the work which was done before
the actual project. During the development of the project Kalle Launiala,
the developer of the Ball environment, was available for technical questions.
Due to the lacking technical documentation regarding the usage of the Ball
environment it was necessary to get help from the founder in order to use
the Ball correctly and get the full potential out of it. Nevertheless the whole
development of the Titan project was done by the student.
The server and client side of the Titan project was developed on top
of the Ball. The Ball is running on three web roles of the Windows Azure
Cloud. The actual logic is implemented using the .NET framework. The
web page is described using Hypertext Markup Language (HTML) and its
dynamic content is loaded using Asynchronous JavaScript and XML (AJAX)
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and processed using jQuery. The web page can be accessed with each modern
browser.

4.1.5

Technical Environment

Table 4.1 shows the technical environment which was used for each of the
projects. The zOmbie and Naked Zombie project have a similar environment
since they target the same mobile platform. The Titan project instead has
a completely different technical environment since it is developed a decade
later, is targeted to a web platform and uses .NET C# instead of Java.
Item

zOmbie

Server
side
language
Client side language
Web server

Java 2 SDK
1.4.1
Java MIDP 1.0

Naked Zombie
Java 2 SDK
1.4.2
Java MIDP 2.0

Tomcat 4.1

-

Framework

-

Database

MySQL 4.0.9
+ Java connector
Eclipse
2.1,
Nokia
Dev.
Suite 2.0 for
J2ME

Naked Objects
Framework
1.2.2
XML Object
Store

Development
Environment

Software Configuration
Management
Documents
Platform

Eclipse 3.0.1,
Eclipse
ME
J2ME Plugin

CVS (1.11.2); integrated to Eclipse

MS Office XP

MS Office XP,
Rational Rose
Mobile Application

Table 4.1: Technical environment

Titan
C# .NET 4.5
HTML
JavaScript
Windows
Azure (IIS)
The Ball

Windows
Azure
Blob
Storage
Visual
Studio
2012,
JetBrains
WebStorm
6.0.2
GitHub, Git
Extensions
MS Office 2013
Web Application
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Results

In this section we present the results of the evaluation. First we compare
the user interfaces of the different projects. After that we confront the data
which was collected during the development like the effort distribution as
well as the effort estimation accuracy and precision. Finally, we also analyse
the effort which was needed in order to accomplish the user stories and the
help which was needed from the founder of the Ball as well as the diaries.
Collected data

zOmbie

Titan

8
4
1073
100%

Naked
Zombie
4
4
383
100%

Time in weeks
Number of involved persons
Total effort in hours
Percentage of implemented
features
Relative effort
Effort comparison

1073
0%

383
-64%

165 to 1951
-82% to -86%

2
1
102
57%

Table 4.2: Comparison of the project data
Table 4.2 compares the project data of the zOmbie, Naked Zombie and
Titan projects. It shows the working time in weeks which was fixed before
that start of the project. The zOmbie and Naked Zombie project where
completely implemented. In the Titan project instead only 57% of the user
stories have been implemented.
Moreover, Table 4.2 shows that the productivity in the Naked Zombie
project was better than in the zOmbie project. Due to the fact that only
57% of the features have been developed in the Titan project we had to
estimate the relative effort which would have been required to implement all
features. Having this estimation we see that the productivity of the Titan
project was even better than the productivity in the Naked Zombie project.
During the development of the Titan project there was some additional
help by the founder of the Ball, Kalle Launiala. Due to the fact that the Ball
is still under heavy development it was not possible to develop the project
without the help. The developer registered each ask for help as shown in
Listing 7.1 in the appendix on page 58. In total the developer of the Titan
project and the inventor of the Ball communicated using 2 emails, 1779 chat
massages and 48 minutes and 40 seconds of audio chat in combination with
screen sharing. This need for help by the inventor exists due to the fact that
the Ball is not mature and that Titan is the first project which was done
using the Ball by an external developer.
1

The relative effort is estimated with the current productivity and the standard error
calculated in subsection 4.2.2
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The primary empirical conclusions we obtained in this section are presented
below:
PEC 1: Based on the data it appears that the Ball decreases the development time with respect to the traditional way of developing software.

4.2.1

User Interface

A screenshot of the user interface of the projects is shown by Figure 4.1. The
user interfaces of the zOmbie and Naked Zombie projects are very similar
since they both have been developed for a mobile device. The Titan project
instead has a different user interface since it is targeted for a web application. Despite the difference in the user interface they provide the same
functionality (except for non-implemented features in the Titan project) except for a few small differences. The Naked Zombie project does not provide
a multi user support. Meaning that all users have the access to the same
object. When the development was done the multi user support was not
yet implemented in the Naked Objects Framework. The Titan project provides a multi user support but it’s not fully functional due to bugs or not
completely implemented features in the Ball.

Figure 4.1: The user interfaces of the projects
In this evaluation we do not consider the usability tests. But both, the
zOmbie and the Naked Zombie project have problems in the user interface.
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Due to the structure of the applications they just work as a browser for the
database backend which causes many round trips to the server resulting in
long loading times on the General Packet Radio Service (GPRS) network
because of the high latency. The Titan project has a much more responsive
user interface since it is just loading JavaScript Object Notation (JSON) files
from the server, containing the needed content. But due to the fact that the
JSON files contain unneeded information they are blown up which results in
longer loading times, especially on slow internet connections. Moreover, it
has longer loading times then necessary since the backend is propagating the
changes in the objects using the workers. From the frontend it is impossible
to know when the changes have been fully propagated thus a simple waiting
time of one second has been introduced before that data is refreshed when
something is changed by the frontend.

4.2.2

Effort Distribution

Figure 4.2 shows the distribution of the effort in different categories of the
projects. The planning and management category includes the daily meetings (if any), the project management work, the metrics collection, the planning at the beginning of each iteration as well as the architectural planning.
The coding category consists of the work which was related to the actual
implementation of a feature. The bug fixing and quality insurance category
includes refactoring and bug fixing activities as well as the verification of
the user stories and related tasks. The testing category consists of writing
test cases and sessions where features of the project have been tested.

Figure 4.2: Effort distribution
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As shown in Figure 4.2 the zOmbie and Naked Zombie projects have a
similar effort distribution. Only the amount of time which was used for the
bug fixing was remarkably larger in the Naked Zombie project then in the
zOmbie project due to problems with the Naked Objects framework.
The Titan project has a different effort distribution. Less effort is used
for the planning and management since the Ball framework is already providing the system architecture by generating most of the code automatically.
Thus, only small code fragments have to be implemented which does not
require as much planning upfront. Also the coding in the Titan project
required less effort since a lot of intermediate work which was done in the
other project was generated due to the power of ADM code generation. But
the effort for bug fixing and quality insurance was about 38% of the total effort which is much more than in the zOmbie (9%) and in the Naked
Zombie (20%) projects. Due to the architecture of the Ball and the fact
that it is still under heavy development the developer faced many different
problems and bugs. Most of them are either caused by the incomplete Ball
environment or the wrong usage of it.
The primary empirical conclusions we obtained in this section are presented
below:
PEC 2: The data suggests that when employing the Ball, much more
developer time is spent in fixing errors then in implementing software.

4.2.3

Effort Estimation Accuracy and Precision

The estimation accuracy is shown in Table 4.3. The tasks which the developers implemented have been used for calculating the estimation accuracy
which is shown by Table 4.3 and the chart in Figure 4.3. The negative
values indicate an overestimation and the positive values indicate an underestimation of the tasks. The estimation accuracy of the zOmbie and Naked
Zombie project are at a similar level. Both projects tend to overestimate
the tasks slightly and also the standard deviations are quite low and therefore the absolute error range measured in actual hours is acceptable. In the
Titan project instead the tasks have been slightly underestimated. Meaning
that on average they took longer than expected. The standard deviation
of the estimation accuracy in the Titan project is much higher than in the
other projects. The fact that so much bug fixing was needed during the
development might be the reason for this big error rate.
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Estimation Accuracy

zOmbie

Median
Minimal
Maximal
Standard Deviation

-19%
-100%
+400%
28%

46
Naked
Zombie
-31%
-82%
+435%
35%

Titan
+7%
-65%
+318%
122%

Table 4.3: Estimation accuracy
In Figure 4.3 we have a chart which shows the actual amount of lost
hours during development. The data points above the thick line indicate
that the implementation of a certain task took longer than estimated. The
data points below the thick line indicate that the implementation of a task
took less hours than expected.

Figure 4.3: Hours lost by wrong estimates in the projects
By analysing Figure 4.3 we see that the development of the zOmbie and
Naked Zombie project lead to a similar result. Most points are located
around the zero loss line. Only few tasks had an implementation effort
which differs significantly from the estimation. The Titan project instead
has only few points which are located around the zero loss line. Most of the
tasks either took much more time or much less time than expected. This big
variance of the values is explained once again due to the upcoming problems
which had to be fixed in order to complete the task.
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The primary empirical conclusions we obtained in this section are presented
below:
PEC 3: Based on the data, the project using the Ball has a much lower
effort estimation accuracy compared with the traditional way of developing software.

4.2.4

User Story Effort

Even if the projects have the same functionality, they have different user
stories. Thus, it is not possible to directly compare them. Nevertheless the
user story effort, the number of user stories and the speed of implementation
from the customer point of view can be compared as shown in Table 4.4.
zOmbie
Number of user stories
User story effort (median)
User story effort (max)
Implemented features

22
18,9
40
100%

Naked
Zombie
12
9,7
33,2
100%

Titan
6
10,5
21
57%

Table 4.4: User Story Effort
Since the functionality in the zOmbie and Naked Zombie project are
approximately the same, we see in Table 4.4 that the user stories of the
Naked Zombie project provided more value to the customer. Moreover, the
implementation of the user stories took less time than in the zOmbie project.
In the Titan project only 57% of the functionality have been implemented. The median effort for the user stories is slightly bigger than the
median effort in the Naked Objects project. But since the user stories of
the Titan project provide more value to the customer it leads to a better
development speed.

4.2.5

Applicability from the developer viewpoint

In this subsection we analyse the usability of the Ball from a developer
viewpoint. Soon was realized that due to the limited availability of documentation it was necessary to get additional help by the inventor of the
Ball, Kalle Launiala. We recorded the help which the developer of the Titan
project got as shown in Figure 4.4. We see that the developer of our evaluation project was nearly everyday somehow in contact with Mr. Launiala.
Usually the problems have been solved by chatting. Trickier problems have
been solved in an audio conversation with screen sharing. Only once, the
founder of the Ball was not available for chatting thus they communicated
via email. On day 3 there was no need for help since the developer was
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mainly working on the frontend site which didn’t require any help by Kalle
Launiala, since it is built using pure HTML and JavaScript.

Figure 4.4: Help received by the founder of the Ball
During the development of the Titan project the developer gave a short
interview in the evenings. We used this information to keep track of the
work, the developer did during the day. Thus, together with the other
information we recorded, we are able to analyse the work the developer did
during the day, how he felt and what caused problems.
Having the diary and the chart showing the help received by Kalle Launiala, we see that both results coincide. Only day 2 was a day where there
was no communication between the developer of the Titan project and the
founder of the Ball. But as seen in the diary there have actually been problems with the code generation but the developer continued with the work
on the frontend and fixed those problems together with Kalle Launiala the
next day.
The results we obtain by analysing the diary and the chart, showing the
help received by the founder of the Ball, confirm the results we got in the
previous sections of the evaluation. A lot of effort is used for bug fixing and
sometimes the developer is not able to understand how it really works.
The following quotes from the diary of the developer emphasize the fact
that the Ball is not yet mature and thus the developer has problems to
understand how it actually works and how to use it properly.
Excerpt of day 3:
”Spent again some time while searching the generated code files.
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Code Generation seems to be somehow buggy since the code was
regenerated but using an old version of the file. Complete confusion. Maybe I just used it the wrong way. But since there is no
guideline it is difficult to find the right way[...] Have to contact
Kalle, but he is not online. Therefore, I was continuing with the
front end[...]”
Excerpt of day 5:
”Kalle gave me useful tips[...] communication between the frontend and the backend using the javascript postback[...] The problem is that there are many ways to do the same. And you never
know which way is the right one.”
Excerpt of day 7:
”With the help of Kalle I fixed a few bugs[...] caused again different problems. Do not know how to fix them[...] changes in the
stock company are no longer propagated. So that is also not the
solution. Maybe I have to change it back again. Its frustrating
to face the same problems over and over again.”
Excerpt of day 8:
”Kalle again gave me hints[...] Tried to apply his suggestions but
without success. Wasted some time trying to understand how it
works[...] Finally I managed it to get it to work. Kalle helped
me a lot. Finally I do not know what I exactly have to do. But
now it works.”
The complete diary of the developer of our evaluation project is listed in
section 7.3 in the appendix on page 63. The full recording of help received
by the founder of the Ball is listed in section 7.4 in the appendix on page 66.
The primary empirical conclusions we obtained in this section are presented
below:
PEC 4: The data shows that the Ball can not be adopted without help
by its inventor.

4.3

Primary Empirical Conclusions

Due to the findings in section 4.2 the following primary empirical conclusions
(PEC) can be drawn. These will be referred in the following section when
the empirical results are compared with the existing literature and when the
implications are shown. In total four primary empirical conclusions can be
found.
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• PEC 1: Based on the data it appears that the Ball decreases the
development time with respect to the traditional way of developing
software.
• PEC 2: The data suggests that when employing the Ball, much more
developer time is spent in fixing errors then in implementing software.
• PEC 3: Based on the data, the project using the Ball has a much
lower effort estimation accuracy compared with the traditional way of
developing software.
• PEC 4: The data shows that the Ball can not be adopted without
help by its inventor.

Chapter 5

Discussion
In this section we discuss the results of this thesis. It mainly focuses on the
primary empirical conclusions which are listed in section 4.3, the theoretical
implications (section 5.1) and the practical implications (section 5.2) they
have.

5.1

Theoretical Implications

Novel Abstraction and Automation approaches try to hide the so called
unnecessary information from the developer and try to automate the development process as far a possible. Those facts should lead to a better
productivity and a simpler and more intuitive system.
PEC 1 is hinting in the direction that novel abstraction and automation
approaches are able to boost the productivity. Even if the Ball is not yet mature it was able to increase the productivity during the development phase.
Due to the power of the Abstraction Design Methodology (ADM), described
in subsection 2.2.5, most of the intermediate code was generated based on
the information and process model. This saved a lot of time since only
the remaining small parts have to be implemented instead of implementing it together with the intermediate code. Moreover, it enforces certain
design constructs, resulting in a straightforward system which contains certain functionalities out of the box. PEC 1 confirms that these theoretical
ideas and guidelines are providing a value to the software development by
enforcing design constructs and thus keeping an intuitive and easy comprehensible structure of the system. Moreover, it confirms that the productivity
in the development phase is increased. On the other hand PEC 1 is showing
that the Ball is not yet mature enough to use it in a real world scenario
since developing the small evaluation project wouldn’t have been possible
without the help of the inventor of the Ball.
Primary Empirical Conclusion 2 is emphasizing the importance of only
having mature systems in the software development. Having a system which
51
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is not mature results in a lot of additional effort for bug fixing and introduces
unpredicted behaviours. Even if the productivity using the not mature system might be better it is not advisable to use them in productive systems.
This effect of having unexpected problems already came up in this relatively
small evaluation project and would presumably become much worse in big
software projects.
A drawback of the new trend of abstracting and automating the development process is the fact that the developers might loose the understanding
of how the system, they built, is actually working under the hoods. This
lack of understanding can result in situations where the developers do not
know how to use the toolbox of the novel approach properly. PEC 4 is
emphasizing this problem. Due to the fact that the Ball provides many similar functionalities, being usable for certain scenarios, it is not clear for the
developer which functionality to pick. Thus, it results in situations where
wrong functionalities are used, leading to unintended behaviours. Moreover,
it also confirms that the developer looses the understanding of how its system works internally. At least for our evaluation project it was absolutely
the case. The developer did not fully understand how the system works internally and because of that it is difficult to estimate the impact of a change.
This problem is partially justified by the fact that the Ball is not mature
and that the developer had only a one week learning session before the development. But nevertheless PEC 4 underlines the potential drawbacks of
having such a novel abstraction and automation approach.

5.2

Practical Implications

According to the primary empirical conclusions we are able to propose practical implications for software development projects using novel approaches.
Using the Ball in a real world scenario can boost the productivity but due
to the fact that it is not mature it requires some additional effort as proven by
PEC 1. This could potentially lead to frustration of the software developers
and dirty bug fixes which cause an unintended behaviour. Moreover, it leads
to try-and-error coding which is error prone. PEC 2 emphasizes the fact that
the Ball is not yet mature enough for productive use. Which makes it very
risky to build new applications on top of the current version of the Ball.
As shown by PEC 3 it is very difficult to estimate the effort which is
needed to complete a certain task. This relatively big estimation error is
resulting in a big cost estimation error. Thus, a company might overestimate
or underestimate the costs. If they overestimate the costs in the offer they
might not get the job from the customer because another company was
cheaper. If they underestimate the costs the company might loose a lot of
money. This problem limits the company in their flexibility because they
can not plan as precisely as they could do if they could estimate the effort
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more precisely.
With the power of the new abstraction and automation approaches the
developer is working farther from the hardware then ever before. This fact
leads to a better productivity and flexibility since the developer has to do
less work. But if he has to rely on such a system he might not fully understand what is happing under the hoods. Having this obscurity the software
developer does not know how he achieves a certain functionality in an efficient way. Moreover, it might result in problems which are difficult to
detect since they arise somewhere within the internals of the system. PEC
4 is emphasizing the fact that the Ball is not applicable without help by
its inventor. Since the developer did not understand how the functionality
works internally it was not possible to fix the problem properly.

Chapter 6

Conclusion
In this thesis novel abstraction and automation approaches in software development have been compared and evaluated. We mainly focused on the Ball,
analysed and evaluated it. The Ball, an information ecosystem developed
by Kalle Launiala and Jeroen Carelse, is a publishing system for authorized
information containing web content, digital content as well as service development and integration. In chapter 2 we firstly discussed the software reuse,
its technologies, principles, operational problems and dilemmas. Followed
by an analysis of abstraction, its evolution and different approaches trying to raise the abstraction level. Subsequently, the software architectures
have been analysed. Finally, the knowledge gaps which the Ball is trying
to fill have been explored. In chapter 3 the Ball is analysed by describing
its logical architecture, its security and privacy constructs, its licensing and
distribution mechanisms, its reorganization of the roles and responsibilities,
its scope of use and the current status. In chapter 4 the study context and
the empirical results are described. In chapter 5 the results are discussed
and theoretical and practical implications are identified. This section is
concluding the thesis. In section 6.1 answers to the research questions are
provided. In section 6.2 the research limitations are presented. In section 6.3
the future research in this area is presented. And finally section 6.4 gives
recommendations to the developers of the Ball.

6.1

Answer to Research Questions

The main research question of this thesis is: How to apply the novel information ecosystem, the Ball, in practical settings? In order to answer
this question we first summarized the theory around this topic, analysed
the Ball from different directions and evaluated it against traditional approaches. This section provides an answer to the research question.
The main research question consists of three sub questions supporting
it. We will answer each of them in order to obtain the answer to the main
54
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research question.
The first research question was: How to conceptualize the Ball? The answer
to this question is given in chapter 3 where we analysed the Ball from many
different perspectives. Having those insights we have been able to structure
the Ball and its design constructs in a meaningful way.
The second research question was: How does the Ball perform in a real
world scenario? The answer to this question is based on the results we
achieved from our evaluation project. During the development phase information was collected and thus it was possible to compare the Ball with
the traditional software development. The Ball has a significantly better
productivity and the structure of the system is clean due to the fact that
the code generation is enforcing simple design constructs.
The third research question was: How to refine the Ball in order to improve its practical applicability? The answer to this question is given in
section 6.4 where we give the recommendations for the future development
of the Ball.
All the answers to the research sub questions together form the answer
to the main research question. It results that the Ball is a very interesting
system which unites great concepts. But due to the fact that it is not stable
enough and is still lacking many features it is difficult to apply the Ball in a
real world scenario. But its concepts look promising. As soon as the actual
implementation of the concepts is done in a neat and clean way it has the
potential to bring the software development to a new level.

6.2

Limitations

In our study there are different limitations which may threaten the validity
of the research which was done.
First of all the author of the thesis and the developer of the Titan project
has been the same person. Thus, the person already spent some time before
the evaluation while conceptualizing the Ball. Thus, he already had some
background knowledge about the concepts within the Ball. Moreover, he
needed personal instructions by the inventor of the Ball because it there
exists no documentation explaining how the Ball should be used. Moreover,
there have been many problems with the Ball which could not be solved by
someone else then the inventor of it. However, due to the maturity of the
Ball and the lack of documentation it would not be possible to evaluate it
with a developer which has never seen the Ball and has no possibility to ask
the inventor of the Ball.
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Another limitation of this study is that the evaluation projects have
been relatively small. It was developed within two weeks and had only one
developer involved. Thus, only a small subset of the features of the Ball has
been used. Moreover, it was not possible to analyse how the Ball performs in
bigger software projects with many developers. Due to the size of the project
it was not possible to reveal its strength or weakness in the modularity and
flexibility. Moreover, it was not analysed how good different developers can
work simultaneously on the same project.
Finally, another drawback is that the Titan project is developed about
a decade later than the other projects which leads to a faster development
since the tools and technologies are more advanced. These reasons may
partly explain the productivity gain in the Titan project. Moreover, the
quality of the code and the application was not considered which might
also explain the difference in productivity. Due to the fact that the zOmbie
project used a technology which was already mature and had no major bugs
it somehow counterbalances a part of the reasons described above.

6.3

Future Research

There are still issues which require further research. First of all, an evaluation should be done where a big team is working on a big project using
the Ball. Moreover, the same project should be done with a traditional approach in order to be able to compare both projects. The projects should be
evaluated with developers with different skills which are evenly distributed
in both teams. Moreover, the requirements should change during the development in order to obtain a more realistic scenario. All the work should be
done independently without any help or suggestions from the founder of the
Ball.
Furthermore the research should also evaluate other similar approaches.
Thus, it would be possible to compare them with the Ball. Having this information it would be possible to analyse the advantages and disadvantages
of each of the approaches.
Finally, the main focus of this study has been the software development.
But the Ball is not just affecting the software development. It also affects at
least a part of the management of a company as well. In theory the company
should be more responsive to market changes because of the flexibility they
achieve using the Ball. Moreover, it should be able to save money due to
the scalability of the cloud. For these reasons it would be very interesting
to see how it actually performs when evaluating it in a real scenario.
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Recommendations for the Future Development
of the Ball

In this section we provide recommendations for the developers of the Ball
which will be useful for the future development.
First of all the Ball needs a clear roadmap where everybody can see
the status of each of the features whether they are planned, under work or
already implemented (stable or unstable). Moreover, it would be helpful if
new versions of the Ball would be published frequently with a clear change
log explaining what was changed.
Secondly the Ball needs a documentation explaining how the system
should be used and what to do when facing certain problems. As well
as a tutorial showing step by step how to build an application using the
Ball, starting from the configuration of the environment and ending with a
complete demo project being deployed on the Windows Azure cloud.
Another recommendation for the further development of the Ball is that
the code should be cleaned and commented where necessary. Since it is an
open source project everybody is free to grab and change the code as he
likes. Since the code contains hardcoded environment variables, code parts
which are no longer used and other fragments from earlier stages it results
in a project which is difficult to comprehend without having comments or a
documentation.
Finally, also the theoretical knowledge should be taken further. The Ball
has many different concepts and ideas in it which might be great, but due
to the fact that this knowledge is not written down in a proper way leads to
the situation where nobody knows that there is somebody which might have
a great concept for a certain problem. In this thesis we tried to summarize
as much of the theoretical knowledge as possible but there is for sure more
knowledge in the heads of the developers of the Ball which should be written
down properly.
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Information and Operation Model of Titan

<?xml version="1.0" encoding="utf-8"?>
<TheBallCoreAbstraction xmlns:xsi="http://www.w3.org/2001/XMLSchema&
-instance" xsi:noNamespaceSchemaLocation="TheBallCore_v1_0.xsd">
<InstanceOfTheBall semanticDomainName="Titan">
<InformationModel>
<InformationObject name="StockCompany" designDesc="Represents&
a single stock company">
<InformationItems>
<InformationItem name="Symbol" logicalDataType="Text_Short&
"/>
<InformationItem name="CompanyName" logicalDataType="&
Text_Short"/>
<InformationItem name="PriceActual" logicalDataType="&
Number_ExactDecimal" />
<InformationItem name="Change" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="ChangePercent" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="Volume" logicalDataType="&
Number_Integer" />
<InformationItem name="ChangeYTD" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="ChangePercentYTD" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="PriceHigh" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="PriceLow" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="PriceOpen" logicalDataType="&
Number_ExactDecimal"/>
<InformationItem name="PriceAlarm" logicalDataType="&
Number_ExactDecimal"/>
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<InformationItem name="IsFavourite" logicalDataType="&
TrueOrFalse_Boolean"/>
</InformationItems>
</InformationObject>
<InformationObject name="StockCompanyCollection" designDesc="&
Collection of stock companies">
<CollectionFor contentInformationObjectName="StockCompany" &
collectionType="Master" />
</InformationObject>
<InformationObject name="Portfolio" designDesc="Represents a &
single portfolio">
<InformationItems>
<InformationItem name="PortfolioName" logicalDataType="&
Text_Short"/>
<InformationItem name="StockCompanies" logicalDataType="&
InformationObject" informationObjectName="&
StockCompanyCollection" />
</InformationItems>
</InformationObject>
<InformationObject name="PortfolioCollection" designDesc="&
Collection of portfolios">
<CollectionFor contentInformationObjectName="Portfolio" &
collectionType="Master" />
</InformationObject>
</InformationModel>
<Operations>
<Operation name="AddOrUpdatePortfolio">
<OperationSpec>
<Description>Adds or updates the portfolio</Description>
</OperationSpec>
<Parameters>
<Parameter name="Id" dataType="string" designDesc="The id &
of the portfolio" state="designApproved"/>
<Parameter name="Name" dataType="string" designDesc="The &
name of the portfolio" state="designApproved"/>
</Parameters>
<Execution>
<SequentialExecution>
<TargetDefinition dataType="Portfolio" name="Portfolio" &
designDesc="The portfolio with the given id" state="&
designApproved">
<Parameter name="Id"/>
</TargetDefinition>
<MethodExecute name="SetNameOfPortfolio" designDesc="&
Sets the name of the given portfolio" state="&
designApproved">
<Target name="Portfolio"/>
<Parameter name="Name"/>
</MethodExecute>
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<MethodExecute name="StoreObjects" designDesc="Store &
modified objects" state="designApproved">
<Target name="Portfolio"/>
</MethodExecute>
</SequentialExecution>
</Execution>
</Operation>
<Operation name="RemovePortfolio">
<OperationSpec>
<Description>Removes the given portfolio</Description>
</OperationSpec>
<Parameters>
<Parameter name="Id" dataType="string" designDesc="The id &
of the portfolio" state="designApproved"/>
</Parameters>
<Execution>
<SequentialExecution>
<TargetDefinition dataType="Portfolio" name="Portfolio" &
designDesc="The portfolio which should be removed" state&
="designApproved">
<Parameter name="Id"/>
</TargetDefinition>
<MethodExecute name="RemovePortfolio" designDesc="&
Removes the portfolio" state="designApproved">
<Target name="Portfolio"/>
</MethodExecute>
</SequentialExecution>
</Execution>
</Operation>
</Operations>
</InstanceOfTheBall>
</TheBallCoreAbstraction>

Listing 7.1: Excerpt of the information and process model of the Titan
project
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Diary of the Titan developer

The developer of the Titan project gave a short interview after each working
day summarizing what was done during the day, which problems he faced
and what bothers him for the further development.
Day 1
Today I was setting up the actual instance of the Ball on Windows Azure.
I spent some time to get it to work. Got a massive amount of exceptions
because of wrong configurations or similar. With helpful tips by Kalle I
managed it to fix it and to get it to work. Expected that the deployment of
the Ball is much simpler. Spent too much time on it.
Day 2
Today I started with the definition of the Information Models. After that
I started defining the operation model. I wasted a lot of time for searching
from where the code generation is retrieving the xml file. Lots of equal copies
are in the file system thus it was difficult to find the places where it has to
be. After that I managed it to generate the code. But it is not working as
intended. After finding the place where the actual generated code is located
(confusing because of different file structures in visual studio and file system;
linked files; etc.) I realized that it is not generating what it was supposed to.
The Information Model Classes are not generated. Other generated code
is somehow incomplete. Started with the front-end development. Created
JSON files by hand to test the frontend.
Day 3
Spent again some time while searching the generated code files. Code Generation seems to be somehow buggy since the code was regenerated but using
an old version of the file. Complete confusion. Maybe I just used it the
wrong way. But since there is no guideline it is difficult to find the right
way. Operation Model seems to be generated correctly, but still no Information Model files. Have to contact Kalle, but he is not online. Therefore I
was continuing with the front end. Progress was made. Using MetroUi CSS
and KendoUI I managed it to create a first version of the frontend which is
nearly feature complete. But it might be faster if I could test it with actual
data which comes from the backend.
Day 4
With helpful tips by Kalle I managed it today to fix the issues with the code
generation. Actually I had to rebuild the code generation project before
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running it in order to trigger the copying of the files to the input folders of
the generators. The implementation of the operation was then quite simple.
Added it to the frontend and uploaded it to the Azure instance. Facing
problems with the dust renderer. Simply no content is generated but no
error is shown. Difficult to find the problem and it is very time consuming.
Day 5
Today I worked on the frontend site to create / show / rename and delete
portfolios. Moreover I created the dummy content using the Ball. Such that
it is completely valid dummy content which has all tags set properly. Kalle
gave me useful tips and guidelines while establishing the communication
between the frontend and the backend using the javascript postback. It was
a bit messy to find the right tags which I had to set. Moreover I had to try
a lot of different things until I finally got it to work. The problem is that
there are many ways to do the same. And you never know which way is the
right one.
Day 6
Today I was working again on the backend. I played around with the different ways of adding items to a collection. Having problems that the changes
in the objects are not reflected to each place. Meaning that the collection
is not updated if one of the items was changed, leading to an inconsistent
state with corrupted data. Moreover I faced problem with the caching of
the browser. Thus I partially received the old (cached) versions of the file.
Solved the issue by adding a dynamic tag to the requests to make each of
them unique. Kalle gave me again a few useful hints of how to work with
the collections or how to work with the postbacks.
Day 7
Today I fixed a few final bugs in the frontend. With the help of Kalle I fixed
a few bugs with the collections and the changes propagation. There was a
bug in the data patcher which cost me lot of time. Tried to add the stock
company collection to the portfolios. But it caused again different problems.
Do not know how to fix them. So I stored the collections independently
which works fine. But the changes in the stock company are no longer
propagated. So that is also not the solution. Maybe I have to change it
back again. Its frustrating to face the same problems over and over again.
Day 8
Kalle again gave me hints of how to fix the change propagation in the portfolio stock company collections. Tried to apply his suggestions but without
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success. Wasted some time trying to understand how it works. But the
information handling is quite complex. Thus it is hard to understand what
it is doing. Finally I managed it to get it to work. Kalle helped me a lot.
Finally I do not know what I exactly have to do. But now it works.
Day 9
Today I worked on the information input fetching. Kalle already prepared
the background functionality to support such an information fetching natively. After an explanation by Kalle I got it to work quite fast. Thus I
managed it to load the data form the webservice, parse it and update the
local information objects with the new data. I was quite productive. Up to
now it is only possible to load the data using a postback from the frontend.
Day 10
Today I worked on the automatic fetching of the data without needing a
postback from the frontend. I updated the worker role and managed it
to iterate through all groups. A few oddities of the Ball required strange
solutions. But finally I managed it to automatically reload the data in the
workers. Moreover I worked on the part which automatically initializes the
data if a new group is created. All in all the day was quite good, even if I
had problems because of the oddities of the Ball.
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Need for help in Titan project

During the Titan project the inventor of the Ball, Kalle Launiala was helping
the developer when needed. The detailed list in Table 7.1 shows when and
how the founder of the Ball was helping. The communication was established
using different mediums, namely email, chat, or audio calls with screen
sharing.
Emails
Day 1
Day 2
Day 3
Day 4
Day 5
Day 6
Day 7
Day 8
Day 9
Day 10
Total

2

2

Chat
Messages
128

Audio
Call

90
424
155
114
68
155
621
24
1779

32min 15sec

16min 25sec

48min 40sec

Table 7.1: Estimation accuracy
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