
 

 

Report  on Abstraction-Driven Design Methodology 

Tommi Mikkonen 

Department of Software Systems, Tampere University of Technology, Tampere, Finland 

tommi.mikkonen@tut.fi 

+358 40 8490 749 

Executive Summary 

It  is  common that  in  the development of  software systems certain  designs  are  reused repeatedly.  For  
example, the way applications are built on top of a certain platform, the fashion new graphical user 
interface elements are introduced, and the conventions defining how new dynamically loaded libraries 
are introduced are common cases where such needs are manifested. Since such conventions are 
commonly needed, there are some well-established practices to doing so, with different advantages and 
weaknesses. 

In the proposed approach, abstraction-driven design, the core of the development approach is built 
around the rapid creation of reusable design decisions, referred to abstractions in accordance to the 
terminology used by the designers of the approach.  

The approach is supported with tools integrated in Microsoft Visual Studio, and once the developers are 
familiar with the tools, the homogeneity of applications built with the approach is high. Furthermore, 
since one of the core parts of the tools include automatic code generation, even the abstractions 
themselves can be modified as the development progresses and more and more knowledge about the 
problem being solved accumulates to them.  

As with numerous other approaches that rely heavily on tool support, it  is essential to master the tool 
chain. For application developers, this means that they must be able to build on top of the defined 
abstractions, which in my opinion is relatively straightforward. In the design of abstractions, however, 
knowledge of the tool support as well as the environment being used and the domain of the system are 
essential knowledge. However, it must be emphasized that the latter two are needed in any case in the 
development of new, innovative applications. 

For future actions, an implementation of a small-scale project carried out by others than the original 
developers of the approach is proposed in a domain that is already familiar to the developers, but 
different  from those that  have been experimented with so far.  This  way it  is  possible  to  estimate the 
necessary learning time in a new setting as well as the necessary adjustments that are needed in the 
domain in order to benefit from the approach. 



 

1. Introduction 

It  is  common that  in  the development of  software systems certain  designs  are  reused repeatedly.  For  
example, the way applications are built on top of a certain platform, the fashion new graphical user 
interface elements are introduced, and the conventions defining how new dynamically loaded libraries 
are introduced are common cases where such needs are manifested. Since such conventions are 
commonly needed, there are some well-established practices to doing so, with different advantages and 
weaknesses. Examples of practices that are commonly applied in such situations are copy-pasting code 
that is relevant to the solution, which obviously has numerous downsides in terms of traceablity and 
maintainabilty, and the use of wizards, which enable fast code generation but are often difficult to 
customize – since the developer does not see what happens until the code is generated in full and 
resulting system is often really complex, there is little opportunities for figuring out what is going on at 
which point of generation. 

In this report, we address one way to accomplish the above actions in a new, innovative fashion that 
bears  resemblance  to  the  both  mentioned  approaches  (as  well  as  some  others;  see  Section  3).  The  
approach shares similarities with both of the mentioned approach. Similarly to copy-paste coding, a 
single piece of code will be used as a template for all others generated automatically. Unlike with copy-
paste coding, however, the template will be given with a different formalism, and when the template is 
needed, it is instantiated to fit a particular situation. At the same time, similarly to the use of wizards, 
the tasks can be simplified since the developers do not need to pinpoint the exact location in the code 
and  a  lot  of  automatic  code  generation  takes  place.  However,  unlike  with  wizards  that  are  most  
commonly deployed in binary form, the wizards are based on scripts and XML definitions, which makes 
it possible to modify them when this is suitable from the development perspective.  

The rest of the report is structured as follows. In Section 2, the approach is described in layman’s terms. 
The section includes both an overview of the approach as well as a description of the composed tools. In 
Section 3, some related approaches are described, together with a discussion of the main differences 
between them and the proposed approach. In Section 4, some further actions are proposed in order to 
field test the approach in a simple project. Finally, in Section 5, some final conclusions regarding the 
approach are drawn. 

 

2. Approach 

In the following, a short overview to the approach is provided. The discussion is given in two parts. First, 
we provide an overview of the solution in layman’s terms, and second, tool support that has been 
composed by the developers is introduced. Towards the end of the section, there is a short discussion 
on potential benefits and downsides of the approach.  

 



a. Composed solution 

In the proposed approach, abstraction-driven design, the core of the development approach is built 
around the rapid creation of reusable design decisions, referred to abstractions in accordance to the 
terminology used by the designers of the approach. Abstractions can build on other abstractions, which 
leads to a hierarchical approach where top abstractions rely on lower-level ones. Such hierarchies have 
been used in software development for long time, and they are widely deployed in existing systems. For 
example, a file is an abstraction that builds on the abstraction of a bit stream, which builds on the 
abstraction of something else, with the final physical implementation of magnetic fields on a disk. 

What separates the proposed approach from these abstractions is the fact that while the file abstraction 
is something that can be handled as an individual item, modern software development approaches lead 
to distributed abstractions. For example, when considering the Symbian software architecture, 
numerous classes with strict references form the application abstraction. Similarly, although in a lesser 
scale, a button in a graphical user interface commonly requires attention in several files, one describing 
the layout, second defining the graphical appearance, and third implementing the actions associated 
with the button. When developing applications that build on numerous implementation technologies –  
say  HTML5,  CSS,  JavaScript,  and  some  binary  code  that  will  eventually  implement  some  performance  
critical routines – the need for something that extends from one file to another to bind all the necessary 
elements together will be increasingly important. 

The approach requires three kinds of activities. The first element is the definition of the templates that 
will be used as moulds for abstractions. These define how different properties of abstractions are 
related, and what items are needed in the creation of a new abstraction. The second element is the 
definition of transformations or code generators with which it is possible to transform templates into 
runnable code. The third, final element that is needed in the approach, is the definition of how the 
abstractions are instantiated, which defines the particular configuration of abstractions that is being 
created.  

All the three phases require different competences. The design of the templates – i.e. the moulds for 
abstractions – requires strong skills in both software development and the domain in which the 
abstractions will be used. The design of transformations and code generators requires deep 
understanding on how generators are commonly used, but at the same time less knowledge of the 
particular domain are needed. Finally, the use of the templates in the creation of abstractions requires 
intimate  knowledge  on  the  problem  that  is  being  solved.  Finally,  it  is  the  interplay  and  balance  of  all  
these elements that forms the beauty of the approach (Figure 1). 



 

Figure 1. Elements of the approach: Templates, their instantiation, and associated code generation. 

Since the different elements assume different software skills, the approach may also require the 
redefinition  of  some  of  the  roles  of  software  development.  In  particular,  it  is  not  uncommon  that  a  
person under the title ‘software architect’ is a specialist in the design and coding of software, but does 
not  focus  on  higher-level  aspects  of  the  system,  such  as  scalability  or  reusability.  However,  in  the  
proposed approach, it is clear that the tasks of a software architect are most commonly associated with 
template development, whereas software specialists and senior programmers take care of things 
associated with code generation, and application engineers are responsible for the actual application 
design using the templates and code generation facilities provided by architects and software 
specialists, respectively.  

 

b. Tool support 

The approach is supported with tools integrated in Microsoft Visual Studio, to the extent that without 
knowing Visio well,  it  will  be difficult for a newcomer to create even the simplest application. Since all  
the files are listed in the same hierarchical repository, it may easily become unclear what file is 
generated, based on what, and with which sequence of events that trigger code generation for certain 
parts of the system. The situation gets even more complex, when nested abstractions are used in the 
development. 

However, once the developers are familiar with the tools, the homogeneity of applications built with the 
approach is high and the troubles associated with the relations of different files appear to be 
nonexistent. Furthermore, since one of the core parts of the tools include automatic code generation, 
even the abstractions themselves can be modified as the development progresses and more and more 
knowledge about the problem being solved accumulates to them. This knowledge can then be used 
when developing the next similar system. 

There are numerous views that can be selected in tools. One is the traditional code view, which allows 
reviewing and composing the code in the traditional fashion. In addition, there are template files that 



define how code is generated, and additional files that define the input for code generation. The input 
files can be written directly in XML in the file or be defined with separate wizards if so desired. Both 
approaches have their pros and cons, since with wizards it is possible to perform actions that are only 
needed once in a convenient fashion, whereas modifying the files directly is obviously favorable when a 
larger number of items are edited or created. 

As with numerous other approaches that rely heavily on tool support, it  is essential to master the tool 
chain. For application developers, this means that they must be able to build on top of the defined 
abstractions, which in my opinion is relatively straightforward. In the design of abstractions, however, 
knowledge of the tool support as well as the environment being used and the domain of the system are 
essential knowledge. However, it must be emphasized that the latter two are needed in any case in the 
development of new, innovative applications. 

 

c. Discussion 

The approach is obviously born due to burning need for something that leads to faster and more agile 
development. Consequently it is not surprising that it has been integrated tightly with tools and a 
certain way of working that has been created in parallel with the introduction of the tool support. This 
approach however means that while easy for the original developers, newcomers may need to adjust 
their ways of working to the tool set to gain the benefits.  

In addition to the adjustment of ways of working, the consequences of the approach to software 
development in general are not obvious. A commonly raised issue associated with automatic code 
generation is how to manage code that has been partly generated and partly hand-written when 
modifications are made. Since the approach allows code modifications in generated code, it is not 
obvious how to treat new manual extensions. Similar issues may arise when abstractions are used in a 
partly nested fashion, something that is common in development but also recognized as a complex 
problem with few generally applicable solutions. I do not consider this as a showstopper for wide 
deployment of the approach, but the limits and consequences of such extreme use of automatic code 
generation must be clear. 

Another similar topic, related intimately to the development approach, is testing. While it is obviously 
test programs when they have been completed, also newly created abstractions – in other words 
templates that are used as basis for code generation – also may require testing or at very least 
reviewing. Again, with (partly) nested abstractions and the option to modify source code, the situation 
becomes increasingly complex, and again, while not a showstopper, understanding of consequences of 
the approach is an essential requirement. 

Since the approach introduces, at least to some extent, new ways of working and new responsibilities to 
the  participants  of  the  project,  it  may  not  always  be  clear  what  is  the  best  way  to  address  certain  
problems, where the definition of a separate template for a single-use abstraction seems to be an 



overkill, but solving the problem elegantly without extensive amount of code at programming level is 
overly complex for application engineers. 

A particular item that must be highlighted that while the approach liberates application developers from 
the details of underlying design decisions, domain knowledge is an obligatory piece of information 
needed for composing the necessary abstractions for the domain. Therefore, it is probably a necessity to 
compose the first implementations solely by hand when moving into a new domain. Gradually, as the 
domain knowledge accumulates, it will be integrated in the development process automatically, 
assuming that the development advances iteratively and that new abstractions are determined on the 
fly. Studying the applicability of such an approach to critical systems, with the above issues associated 
with verification and testing procedures would also form an essential piece of further study. 

Finally, without established hands-on experience it is difficult to say how easy it is to start using the tools 
and the approach, if the developers have not been participating in the development. In such situation, it 
is unclear to which parts of the system modifications are to be made in different situations, to the code 
files,  to  the  templates,  or  to  the  code  generator.  Granted,  over  time  guidelines  can  be  formed  for  
different domains that helps to overcome such problems.  

 

3. Related approaches 

In the following, a brief discussion on most closely related approaches are discussed. None of the 
approaches is introduced in detail, as the focus is only to relate them to the proposed approach. 
However the most important characteristics and the main differences to the proposed approach are 
listed. Copy-paste coding and the use of wizards are overlooked, since they are such extremes that the 
approach should not be directly compared to them, and associated weaknesses and benefits were 
already addressed above. 

 

a. Domain-specific languages 

Doman-Specific Languages, commonly referred to as DSLs, represent a way to create application specific 
languages that take special characteristics of the domain and the problem being solved into account. 
Consequently, when using DSLs the designers have facilities that are tailor-made to solving the problem, 
which in turn leads to faster development. The obvious cost that is added in the development is the 
creation of suitable DSL, and necessary tool support. 

In comparison to the proposed approach, DSLs are obviously related but there is a different mindset. In 
the proposed approach, the new abstractions are born along the way as the development advances, 
whereas with DSLs separate effort is usually invested in the creation of the language. However, given a 
very mature domain, I expect that facilities corresponding to a DSL (although with different formalisms) 



will result as numerous rounds of abstraction-driven engineering are executed. Consequently the same 
gains can be gained with the proposed approach. 

 

b. Model-driven development and model-driven architecture 

The Model-Driven Architecture (MDA) initiative by OMG [OMG11] is one of the the best-known 
approaches that aims at similar goals as the proposed approach, probably second only to DSLs. The 
original definition of MDA has two levels, referred to Platform Independent and Platform Specific 
Models (PIM and PSM respectively), and in the development process, PIM is transformed into a PSM by 
introducing more details of the underlying system.  

While  most  approaches  aim  at  doing  the  transformation  from  PIM  to  PSM  in  one  shot  automatically,  
approaches have been introduced where it is possible to use several intermediate levels as well. When 
no specific PIM or PSM is included in models, the approach is commonly referred to as Model-Driven 
Design (MDD). 

In comparison to the proposed approach, MDA and MDD often use different formalism for representing 
the different models (UML is commonly used), whereas in the proposed approach new abstractions 
simply add to the vocabulary of the development. Furthermore, while the proposed approach enables 
using one-shot code generation from an abstract representation, this is by no means obligatory. Instead, 
the developers are free to work with both program-level code and the abstractions. 

 

c. Template programming 

Templates, a feature commonly associated with C++ as an element supporting generic programming, 
provide a way to create operations that work on generic types. This allows them to work on numerous 
different types which are fixed later at runtime. When combined with multiple inheritance and operator 
overloading, the mechanism can be used to create an approach similar to the proposed one. In this case, 
however, the only thing that is needed is the C++ interpreter that opens the templates at compile-time. 

In comparison to the proposed approach, template programming seemingly has the benefit that it 
works with a single formalism. Furthermore, also the work can be distributed in a similar fashion, with 
architects taking care of the templates and application developers of the design of the actual 
application. However, in practice template programming, while powerful in expression, has not gained 
wide popularity due to several reasons. For example, Wikipedia lists the following problems [Wi11]: 

1. Historically, some compilers exhibited poor support for templates. So, the use of templates 
could decrease code portability. 

2. Many compilers lack clear instructions when they detect a template definition error. This can 
increase the effort of developing templates, and has prompted the development of concepts for 
possible inclusion in a future C++ standard. 



3. Since the compiler generates additional code for each template type, indiscriminate use of 
templates can lead to code bloat, resulting in larger executables. 

4. Because a template by its nature exposes its implementation, injudicious use in large systems 
can lead to longer build times. 

5. It can be difficult to debug code that is developed using templates. Since the compiler replaces 
the templates, it becomes difficult for the debugger to locate the code at runtime. 

6. Templates of Templates (nesting) are not supported by all compilers, or might have a max 
nesting level. 

7. Templates are in the headers, which require a complete rebuild of all project pieces when 
changes are made. 

8. No information hiding. All code is exposed in the header file. No one library can solely contain 
the code. 

Finally, many developers find the syntax used in the definition of templates cryptic and error-prone. 
Indeed, in style they differ considerably from usual C++ programs due to the syntax used to indicate the 
generic parts. 

d. FRED 

In [Ha01], authors introduce a way and a tool called FRED (FRamework EDitor) to compose systems in a 
stepwise fashion. Individual steps are defined in a fashion that corresponds to the abstractions of the 
proposed method, but instead of being applied automatically, the steps – corresponding to the 
templates in the proposed approach – are taken in a computer-aided fashion by the designer. While this 
may lead to slower development, the benefit is that the developers will gradually learn how systems are 
composed.  

The two main differences to the proposed approach are that 1) in FRED the whole system is shown to 
the developers, meaning that as abstractions are applied, the developers see a more and more complex 
view of the system, and 2) the approach allows several notations, enabling for instance design decisions 
where modeling and coding levels are bound together by the template.   

e. Design templates 

Design templates for collective behavior of abstractions, introduced in [KeMi00], display the same idea 
as in the proposed approach, but given in terms of a formalism rather than a programming language. 
Another difference is that the core of the approach is not the reuse of program code but reasoning 
regarding the important properties of the abstractions, which could be associated with mathematical 
proofs in [KeMi00]. I see no principal reason why this could not be implemented within the proposed approach, 
assuming that automated coding generation takes place in a well-considered fashion.  

At present, my conclusion is that the semantics of the abstraction arise from what the generation process 
produces, not from a formal definition of what is the goal. That said, the ability to produce runnable code is in 
most cases considered more valuable than formal verification facilities, which leads me to conclude that this does 
not diminish the usefulness of the proposed approach. 

 



4. Recommendation for future actions 

For future actions, an implementation of a small-scale project carried out by others than the original 
developers of the approach is proposed in a domain that is already familiar to the developers, but 
different  from those that  have been experimented with so far.  This  way it  is  possible  to  estimate the 
necessary learning time in a new setting as well as the necessary adjustments that are needed in the 
domain in order to benefit from the approach. 

In addition to the learning curve, the project can also help figuring out the effects of the approach to 
software development process. Since some of the current practices, such as test-driven development, 
often assume that program-level testing facilities are used, the effect of templates and code generation 
in the daily practices is difficult to estimate. In addition, also code generators and the templates used as 
moulds for abstractions must be testable, as otherwise some of the problems can only be discovered at 
the last minute. However, it is acknowledged that in this respect the proposed approach is safer than 
many of the above ones, as once the basic functionality is in place, necessary code generators can be 
further optimized in terms of performance.  

Another point that the experimental project can help figuring out is the relative weights of the different 
elements of the approach, i.e., how much application engineering, template creation, and code 
generation work is associated with a small project. This in turn can be used in estimating what the 
effects of the approach will be in the actual development work when properly deployed, something that 
must be clearly communicated if and when the approach is to be deployed widely in Finnish software 
industry. In particular, determining to what degree flexibility can be offered with respect to new 
abstractions along the process as well as scalability of the approach in general are further candidates for 
further study. 

 

5. Conclusions 

In my opinion the proposed approach introduces a fascinating combination of down-to-earth software 
engineering and innovative tool support. While numerous related approaches exist, I personally think 
that many of them (including in particular the ones I have been working with) have adopted an 
unnecessarily  abstract  view  to  the  development.  Consequently  I  find  that  there  is  a  lot  of  promise  in  
embedding  the  same  (or  similar)  facilities  in  a  tool  that  works  in  terms  of  program  code  rather  than  
modeling formalisms. 

In order to estimate the real benefits of the approach independently, further work is needed. One way 
to accomplish this is to run a small project, targeted in a domain that has not yet been experimented 
with, and by people who have not been involved in the development of the approach. This will enable 
estimating the possible bottlenecks and learning curve associated with the approach, which are difficult 
to grasp without a larger development effort. 
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